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Abstract 

Behavioral and cognitive modeling for virtual characters is a promising field.  It signifi-

cantly reduces the workload on the animator, allowing characters to act autonomously in a 

believable fashion.  It also makes interactivity between humans and virtual characters more 

practical than ever before.  In this paper we present a novel technique where an artificial 

neural network is used to approximate a cognitive model.  This allows us to execute the 

model much more quickly, making cognitively empowered characters more practical for 

interactive applications.  Through this approach, we can animate several thousand intelli-

gent characters in real-time on a PC.  We also present a novel technique for how a virtual 

character, instead of using an explicit model supplied by the user, can automatically learn 

an unknown behavioral/cognitive model by itself through reinforcement learning.  The abil-

ity to learn without an explicit model appears promising for helping behavioral and cogni-

tive modeling become more broadly accepted and used in the computer graphics commu-

nity, as it can further reduce the workload on the animator.  Further, it provides solutions 

for problems that cannot easily be modeled explicitly. 

 

Keywords:  Computer Animation, Synthetic Characters, Behavioral Modeling, Cogni-

tive Modeling, Machine Learning, Reinforcement Learning 

 

Introduction 

Virtual characters are an important part of computer graphics.  These characters have 
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taken forms such as synthetic humans, animals, mythological creatures, and non-organic 

objects that exhibit life-like properties (walking lamps, etc).  Their uses include entertain-

ment, training, simulation, etc.  As computing and rendering power continue to increase, 

virtual characters will only become more commonplace and important. 

One of the fundamental challenges involved in using virtual characters is animating 

them.  It can often be difficult and time consuming to explicitly define all aspects of the be-

havior and animation of a complex virtual character.  Further, the desired behavior may be 

impossible to define ahead of time if the character�s virtual world changes in unexpected or 

diverse ways.  For these reasons, it is desirable to make virtual characters as autonomous 

and intelligent as possible while still maintaining animator control over their high-level 

goals.  This can be accomplished with a behavioral model: an executable model defining 

how the character should react to stimuli from its environment.  Alternatively, we can use a 

cognitive model: an executable model of the character�s thought process.  A behavioral 

model is reactive (i.e. seeks to fulfill immediate goals), whereas a cognitive model seeks to 

accomplish long-term goals through planning: a search for what actions should be per-

formed in what order to reach a goal state.  Thus a cognitive model is generally considered 

more powerful than a behavioral one, but can require significantly more processing power.  

As can be seen, behavioral and cognitive modeling have unique strengths and weaknesses, 

and each has proven to be very useful for virtual character animation. 

However, despite the success of these techniques in certain domains, some important 

arguments have been brought against current behavioral and cognitive modeling systems 

for autonomous characters in computer graphics. 

First, cognitive models are traditionally very slow to execute, as a tree search must be 
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performed to formulate a plan.  This speed bottleneck requires the character to make sub-

optimal decisions and limits the number of virtual characters that can be used simultane-

ously in real-time.  Also, since a search of all candidate actions throughout time is per-

formed, it is necessary to use only a small set of candidate actions (which is not practical 

for all problems, especially those with continuous action spaces).  Note that behavioral 

models are currently more popular than cognitive models, partially because they are usually 

significantly faster to execute. 

Second, for some problems, it can be very difficult and time consuming to construct ex-

plicit behavioral or cognitive models (this is known as the curse of modeling in the artificial 

intelligence field).  For example, it is not uncommon for behavioral/cognitive models to 

require weeks to design and program.  Therefore, it would be extremely beneficial to have 

virtual characters be able to automatically learn behavioral and cognitive models if possi-

ble, alleviating the animator of this task. 

In this paper, we present two novel techniques.  In the first technique, an artificial neu-

ral network is used to approximate a cognitive model.  This allows us to execute our cogni-

tive model much more quickly, making intelligent characters more practical for interactive 

applications.  Through this approach, we can animate several thousand intelligent charac-

ters in real-time on a PC.  Further, this approach allows us to use optimal plans rather than 

sub-optimal plans. 

The second technique we introduce allows a virtual character to automatically learn an 

unknown behavioral or cognitive model through reinforcement learning.  The ability to 

learn without an explicit model appears promising for helping behavioral and cognitive 

modeling become more broadly used in the computer graphics community, as this can fur-
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ther reduce the workload on the animator.  Further, it provides solutions for problems that 

cannot easily be modeled explicitly. 

In summary, this paper presents the following original contributions: 

• A novel technique for fast execution of a cognitive model using neural network 

approximation. 

• A novel technique for a virtual character to automatically learn an approximate 

behavioral or cognitive model by itself (we call this off-line character learning). 

We present each of these techniques in turn.  We begin by surveying related work.  We 

then give a brief introduction to cognitive modeling (as it is less well known than behav-

ioral modeling) and neural networks.  Next we present our technique for using neural net-

works to rapidly approximate cognitive models.  We then give a brief introduction to rein-

forcement learning, and then present our technique for off-line character learning.  Next we 

present our experience with several experimental applications and the lessons learned.  Fi-

nally, we conclude with a summary and possible directions for future work. 

 

Related Work 

Previous computer graphics research in the area of autonomous virtual characters in-

cludes automatic generation of motion primitives [1,2,3,4,5,6,7].  This is useful for reduc-

ing the work required by animators.  More recently, Faloutsos et al. [8] present a technique 

for learning the pre-conditions from which a given specialist controller can succeed at its 

task, thus allowing them to be combined into a general purpose motor system for physically 

based animated characters.  Note that these approaches to motor learning focus on learning 
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how to move to minimize a cost function (such as the energy used).  Therefore, these tech-

niques do not embody the virtual characters with any decision-making abilities.  However, 

these techniques can be used in a complimentary way with behavioral/cognitive modeling 

in a multi-level animation system.  In other words, a behavioral/cognitive model makes a 

high-level decision for the character (e.g. �walk left�), which is then carried out by a lower-

level animation system (e.g. skeletal animation). 

A great deal of research has also been performed in control of animated autonomous 

characters [9,10,11,12].  These techniques have produced impressive results, but are limited 

in two aspects.  First, they have no ability to learn, and therefore are limited to explicit pre-

specified behavior.  Secondly, they only perform behavioral control, not cognitive control 

(where behavioral means reactive decision making and cognitive means reasoning and 

planning to accomplish long-term tasks).  On-line behavioral learning has only begun to be 

explored in computer graphics [13,14,15].  A notable example is [16], where a virtual dog 

can be interactively taught by the user to exhibit desired behavior.  This technique is based 

on reinforcement learning and has been shown to work extremely well.  However, it has no 

support for long-term reasoning to accomplish complex tasks.  Also, since these learning 

techniques are all designed to be used on-line, they are (for the sake of interactive speed) 

limited in terms of how much they can learn. 

To endow virtual characters with long-term reasoning, cognitive modeling for computer 

graphics was recently introduced [17].  Cognitive modeling can provide a virtual character 

with enough intelligence to automatically perform long-term, complex tasks in a believable 

manner. 

The techniques we present in this paper build on the successes of traditional behavioral 
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and cognitive modeling with the goal of alleviating two important weaknesses: perform-

ance of cognitive models, and time-consuming construction of explicit behavioral and cog-

nitive models.  We will first present our technique for speeding up cognitive model execu-

tion through approximation.  We will briefly review cognitive modeling and neural net-

works, and then present our new technique. 

 

Introduction to Cognitive Modeling 

Cognitive modeling [17,18,19,20] is closely related to behavioral modeling, but is less 

well known, so we now provide a brief introduction.  A cognitive model defines what a 

character knows, how that knowledge is acquired, and how it can be used to plan actions.  

The traditional approach to cognitive modeling is a symbolic approach.  It uses a type of 

first-order logic known as �the situation calculus,� wherein the virtual world is seen as a 

sequence of situations, each of which is a �snapshot� of the state of the world. 

The most important component of a cognitive model is planning.  Planning is the task 

of formulating a sequence of actions that are expected to achieve a goal.  Planning is per-

formed through a tree search of all candidate actions throughout time (see figure 1).  How-

ever, it is usually cost prohibitive to plan all the way to the goal state.  Therefore, any given 

plan is usually only a partial path to the goal state, with new partial plans formulated later 

on. 

The animator has high-level control over the virtual character since she can supply it 

with a goal state.  Note that to achieve real-time performance, it is necessary to have the 

goal hard-coded into the cognitive model.  This is because it is necessary to implement cus-
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tom heuristics to speed up the tree search for planning (for further details see [17]).  There-

fore, either an animator and programmer must collaborate, or the programmer must also be 

the animator. 

This traditional symbolic approach to cognitive modeling has many important strengths.  

It is explicit, has formal semantics, and is both human readable and executable.  It also has 

a firm mathematical foundation and is well established in AI theory.  However, it also has 

some significant weaknesses with respect to application in computer graphics animation.  

Since planning is performed through a tree search, and the branching factor is the number 

of actions to consider, the set of candidate actions must be kept very small if real-time per-

formance is to be achieved.  Also, to keep real-time performance, we are limited to short 

(sub-optimal) plans.  Another performance problem that is unique to computer graphics is 

the fact that the user may want to have many intelligent virtual characters interacting in 

real-time.  In most situations, on a commodity PC, this is impossible to achieve with the 

traditional symbolic approach to planning.  Another limitation is that it is not possible to 

have a virtual character automatically learn a cognitive model by itself (which could further 

reduce the workload on the animator, and provide solutions to very difficult problems). 

 

Introduction to Artificial Neural Networks 

Note that there are many machine learning techniques, many of which could be used to 

approximate an explicit cognitive model.  However, we have chosen to use neural networks 

because they are both compact and computationally efficient.  In this section we briefly re-

view a common type of artificial neural network [22].  A more thorough introduction can 
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be found in [5].  There are many libraries and applications publicly available1 (free and 

commercial) for constructing and executing artificial neural nets. 

A neuron can be modeled as a mathematical operator that maps RR →p .  Consider 

figure 2a.  Neuron j receives p input signals (denoted is ).  These signals are scaled by asso-

ciated connection weights ijw .  The neuron sums its input signals 

,
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where ],...,,,1[ 21 psss=u  is the input vector and ],...,,[ 10 pjjjj www=w  is the connection 

weight vector.  The neuron outputs a signal )g( jj zs = , where g is an activation function: 

).1/(1)g( jz
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A feedforward artificial neural network (see figure 2b), also known simply as a neural 

net, is a set of interconnected neurons organized in layers.  Layer l receives inputs only 

from the neurons of layer l-1.  The first layer of neurons is the input layer and the last layer 

is the output layer.  The intermediate layers are called hidden layers.  Note that the input 

layer has no functionality, as its neurons are simply �containers� for the network inputs. 

A neural network �learns� by adjusting its connection weights such that it can perform a 

desired computational task.  This involves considering input-output examples of the desired 

functionality (or target function).  The standard approach to training a neural net is the 

backpropagation training algorithm [23].  Note that it has been proven that neural net-

works are universal function approximators (see [24]). 

An alternative approach that we considered was to use the continuous k-nearest 

                                                 
1 e.g. SNNS (ftp.informatik.uni-tuebingen.de/pub/SNNS) and Xerion (ftp.cs.toronto.edu/pub/xerion). 
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neighbor algorithm [21].  Unlike neural nets, k-nearest neighbor provides a local approxi-

mation of the target function, and can be used automatically without the user carefully se-

lecting inputs.  Also, k-nearest neighbor is guaranteed to learn the target function to the 

quality of the examples that it has been provided (whereas no such guarantee exists with 

neural nets).  However, k-nearest neighbor requires the explicit storage of many examples 

of the target function.  Because of this storage issue, we opted to use a neural net approach. 

 

Fast Animation using Neural Network Approximation of Cognitive 
Models 
 

The novel technique we now present is analogous to how a human becomes an expert at 

a task.  As an example, let�s consider typing on a computer keyboard.  When a person first 

learns how to type, she must search the keyboard with her eyes to find every key she wishes 

to press.  However, after enough experience, she learns (i.e. memorizes) where the keys are.  

Thereafter, she can type more quickly, only having to recall where the keys are.  There is a 

strong parallel between this example and all other tasks humans perform.  After enough ex-

perience we no longer have to implicitly �plan� or �search� for our actions; we simply re-

call what to do. 

In our technique, we use a neural net to learn (i.e. memorize) the decisions made 

through planning by a cognitive model to achieve a goal.  Thereafter, we can quickly recall 

these decisions by executing the trained neural net.  Training is done off-line and then the 

trained network is used on-line.  Thus, we can achieve intelligent virtual characters in real-

time using very few CPU cycles. 
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We now present our technique in detail, first discussing the structure of our technique, 

followed by how to train the neural network, and then finally how to use the trained net-

work in practice. 

 

Structure 

A cognitive model with a goal defines a policy.  A policy specifies what action to per-

form for a given state.  A policy is formulated as 

),µ(ia =  

where i is the current state and a is the action to perform.  This is a non-context-sensitive 

formulation, which covers most cognitive models.  However, if desired, context informa-

tion can also be supplied as input (e.g. the last n actions can be input).  We train our feed-

forward neural net to approximate a specific policy µ.  We denote the neural net approxi-

mation of the policy µ�  (see figure 3a).  Note that the current state (network input) and ac-

tion (output) will likely be vector-valued for non-trivial virtual worlds and characters.  Fur-

ther, a logical selection and organization of the input and output components can help make 

the target function as smooth as possible (and therefore easier to approximate).  Selecting 

network inputs will be discussed in more detail later.  Also note that the input should be 

normalized and the output denormalized for use.  Specifically, the normalized input com-

ponents should have zero means and unit variances, and the normalized output components 

should have 0.5 means and be in the range [0.1, 0.9].  This ensures that all inputs contribute 

equivalently, and that the output is in a range the neural net�s activation function can pro-

duce. 
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An important question is how many hidden layers (and how many neurons in each of 

those hidden layers) we need to use in a neural net to achieve a good approximation of a 

policy.  This is important because we want a reasonable approximation, but we also want 

the neural net to be as fast to execute as possible (i.e. there is a speed/quality tradeoff).  We 

have found that, at minimum, it is best to use one hidden layer with the same number of 

neurons as there are inputs.  If a higher quality approximation is desired, then it is useful to 

use two hidden layers, the first with 12 +p  neurons (where p is the number of inputs), and 

the second with 12 +q  neurons (where q is the number of outputs).  We have found that 

any more layers and/or neurons than this usually provides little benefit. 

Note that the state and action spaces can be continuous or discrete, as all processing in a 

neural network is real-valued.  If discrete outputs are desired, the real-valued outputs of the 

network should simply be quantized to predefined discrete values. 

Even though cognitive models (i.e. policies) produce good animations in most cases, 

there are some cases in which they can appear too predictable.  This is due to the fact that 

cognitive models are fundamentally deterministic (mapping states to actions).  We now in-

troduce an alternative form of our technique that addresses this problem.  First note that, in 

some cases, it may be interesting to not always perform the same action for a given state 

(even if that action is most desirable).  Occasional slight randomness in the decision mak-

ing of an intelligent virtual character, performed in the right manner, can dramatically im-

prove the aesthetic quality of an animation when predictability cannot be tolerated.  How-

ever, it is not enough to simply choose actions at random, as this makes the virtual charac-

ter appear very unintelligent.  Instead, we do this in a much more believable fashion with a 
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modification of the structure of our technique (see figure 3b).  We formulate it as a priority 

function: 

).,(Ppriority µ ai=  

The priority function represents the value of performing any given action a from the current 

state i under a policy µ.  The priority can simply be an ordering of the best action to the 

worst, or can represent actual value information (i.e. how much an action helps the charac-

ter reach a goal state).  Using a priority function allows us to query for the best action at 

any given state, but also lets us choose an alternative action if desired (with knowledge of 

that action�s cost).  For example, by using the known priorities of all candidate actions from 

the current state, we can select an action probabilistically.  Thus our virtual character is able 

to make intelligent, but non-deterministic, decisions for all situations.  However, note that 

while this non-deterministic technique is useful, we focus on standard policies in this paper.  

This is because they are simpler, faster, and correspond to the standard approach to cogni-

tive modeling (i.e. always using the best possible action in a given state). 

 

Training the neural network 

We train the neural net using the backpropagation algorithm with examples of the cog-

nitive model�s decisions (i.e. policy).  A naive approach is to randomly select many exam-

ples of the entire state space.  However, this is wasteful because we are usually only inter-

ested in a small portion of the state space.  This is because, as a character makes intelligent 

decisions, it will find itself traversing into only a subset of all possible states. 

As an example, consider a sheepdog that is herding a flock of sheep.  It is illogical for 
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the dog to become afraid of the sheep and run away.  It is equally illogical for the sheep to 

herd the dog.  Therefore, such states should never be experienced in practice.  We have 

found that by ignoring uninteresting states, the neural net�s training can focus on more im-

portant states, resulting in a higher quality approximation.  However, for the sake of ro-

bustness, it may be desirable to also use a few randomly selected states that we never ex-

pect to encounter (to ensure that the neural net has at least seen a coarse sampling of the 

entire state space). 

To focus on the subset of the state space of interest, we generate examples by running 

many animations with the cognitive model.  At each iteration of an animation, we have a 

current state and the action decided upon, which are stored for later use as training exam-

ples.  We have found that using a large number of examples is best to achieve a well-

generalized trained network.  Specifically, we prefer to use between 5,000 and 20,000 ex-

amples.  Note that this is far more than is normally used when training neural nets, but we 

found that the use of so many examples helps to ensure that all interesting states are visited 

at least once (or at least a very similar state is visited).  Finally, note that if a small time step 

is used between actions, it may be desirable to only keep an even subsampling of the exam-

ples generated through animation.  This is because, with a small time step, it is likely that 

little state change will occur with each step and therefore temporally adjacent examples 

may be virtually identical. 

We used a backpropagation learning rate of 1.0≅η  and momentum of 4.0≅γ  in all 

our experiments.  Training a neural net took about 15 minutes on average using a 1.7 GHz 

PC.  In all of our experiments, an appropriate selection of inputs to the neural net resulted 
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in a good approximation of a cognitive model. 

 

Choosing salient variables and features 

Training a neural network is not a conceptually difficult task.  All that is required is to 

supply the backpropagation algorithm with examples of the desired behavior we want the 

network to exhibit.  However, there is one well-known challenge that we need to discuss: 

selecting network inputs.  This is critical as too many inputs can make a neural net compu-

tationally infeasible.  Also, a poor choice of inputs can be incomplete or may define a map-

ping that is too rough for a neural net to approximate well.  General tips for input selection 

can be found in [22], so we only briefly mention key points and focus our current discus-

sion on lessons we have learned specific to approximation of cognitive models. 

The inputs should be salient variables (no constants), which have a strong impact in de-

termining the answer of the function.  Further, if possible, features should be used.  Fea-

tures are transformations or combinations of state variables.  This is useful for not only re-

ducing the total number of inputs but also making the input-output mapping smoother.  

Through experience, we have discovered some useful features that we now present. 

When approximating cognitive models, many of the potential inputs represent raw 3D 

geometry information (position, orientation, etc).  We have found that it is very important 

to make all inputs rotation and translation invariant if possible.  Specifically, we have found 

it very useful to transform all inputs so that they are relative to the local coordinate system 

of the virtual character.  That is, rather than considering the origin to be at some fixed point 

in space, transform the world such that the origin is with respect to the virtual character.  

This not only makes it unnecessary to input the character�s current position and orientation, 
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but also makes the mapping smoother. 

We have also found it useful to, in some cases, separate critical information into distinct 

inputs.  For example, if a cognitive model relies on knowing the direction and distance to 

an object in its virtual world, this information could be presented as a scaled vector (dx, dy, 

dz).  However, we have found that in many cases it is better to present this information as a 

normalized vector with distance (x, y, z, d), as the decision-making may be dramatically 

different depending on the distance.  In other words, if a piece of information is very impor-

tant to the decision-making of a cognitive model, the mapping will likely be more smooth if 

that information is presented as a separate input to the neural net.  Thus we need to balance 

the desire to keep the number of inputs low with clearly presenting all salient information. 

Finally, note that choosing good inputs sometimes requires experimentation to see what 

choice produces the best trained network, as input selection can be a difficult task.  How-

ever, recall that if storage is not a concern, k-nearest neighbor can be used instead of a neu-

ral network and (as described in [21]) can automatically discover those inputs that are nec-

essary to approximate the target function. 

Several practical examples of selecting good inputs for neural networks to approximate 

cognitive models are given in the results section of this paper. 

 

Using the neural network 

After a neural net is trained off-line, it can be used on-line to rapidly recall what action 

is best to take for any given state.  If the network generalizes properly during training, it 

can produce high-quality approximations for states that were not explicitly represented in 

the training set.  Further, a neural net of a reasonable size is very fast to execute, usually 
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requiring far less than a microsecond.  In fact, it can be executed in a fixed amount of time, 

unlike explicit planning with a cognitive model since a tree search is used (which can de-

generate worst-case to visiting every node in the tree).  This fixed-time feature makes neu-

ral net approximation more applicable to interactive computer graphics animation than us-

ing explicit cognitive models. 

Since our neural net is trained to approximate a single policy, it is only useful for one 

cognitive model and goal.  There is a similar limitation in the traditional technique for cog-

nitive modeling [17], since the goal must be implemented directly into the cognitive model.  

In order to overcome this one-goal limitation, we must be able to use a set of models, where 

each model has its own goal (see figure 4). 

This is done by associating more than one neural net (or explicit cognitive model with 

integrated goal) with a virtual character.  Each of these (approximate) cognitive models are 

independent, only one is used at a time, and the selection of which model to use depends on 

the character�s current internal goal.  In other words, the virtual character�s brain has one or 

more (approximate) cognitive models, each capable of controlling its behavior to accom-

plish a specific goal.  In fact, there can be more than one (approximate) cognitive model for 

any given goal, such that greater variety and/or robustness can be achieved.  Note that it is 

possible to use both neural nets and explicit cognitive models in the same character�s brain 

if desired. 

Note that the neural networks produced by our technique (a set of approximate cogni-

tive models) can be used in most recent synthetic brain architectures for virtual characters 

(e.g. �C1� and �C4� by the Media Lab at MIT [11,16]).  Most brain architectures are modu-

lar and layered, with the cognitive/behavioral model to use at any given time selected based 



 18

on the character�s current goal and internal state.  The model then operates in a modular 

fashion with the rest of the synthetic brain.  Thus our technique naturally fits with these ex-

isting brain architectures, and we can achieve highly autonomous virtual characters with a 

variety of goals and behaviors. 

 

Discussion 

There is a great deal of preexisting validation for the approach we take in our technique, 

both in terms of AI theory and previous research.  First, note that the difficulty of approxi-

mating a function with a neural net is directly related to how smooth the function is (this is 

analogous to the difficulty of fitting a polynomial to a curve).  Note that a policy µ (if well 

formulated with vector-valued input and output) is virtually always a smooth function, be-

cause two similar states usually require similar (or identical) actions.  Therefore, µ is an 

ideal candidate for neural net approximation. 

Of course, since a neural net only approximates a policy, we are not guaranteed exactly 

correct results.  However, a properly trained neural net should never make a �gross� error, 

as it is trained to minimize the mean-squared-error.  In other words, if a mistake is made, it 

should be a small one.  Since our goal is believable animation (which does not require ex-

actness), a good approximation of a policy is sufficient.  Besides, it is likely that we can 

achieve better results with a neural net approximation than an explicit cognitive model 

anyway.  This is because, for planning to be done in real-time using an explicit cognitive 

model, short sub-optimal plans must be used.  However, since in our technique we train a 

neural net off-line, we can use high quality, optimal plans as the training examples, leading 
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to better real-time results. 

Another benefit of using a neural net approximation is that, since planning does not 

have to be done in real-time, we can use large (or continuous) state and action spaces.  To 

support continuous state spaces, we simply need to have a sufficient set of training exam-

ples to demonstrate the solution space.  As discussed previously, we have found that using 

5,000 to 20,000 examples is sufficient.  It is also possible to support continuous action 

spaces by finely discretizing the continuous action space.  This provides a finite branching 

factor for planning, but also lets us generate training examples that are nearly continuous in 

nature. 

The primary weakness of our technique is the fact that care must be used when select-

ing the net�s inputs (i.e. it is not obvious how to design a neural net to approximate an ex-

plicit cognitive model).  This means that a new skill must be acquired to effectively use our 

technique, even if publicly available neural net software is used to create and train the nets.  

Therefore, it may be preferable to use the k-nearest neighbor algorithm to provide an ap-

proximation of the cognitive model (see [21] for how inputs can be automatically selected).  

However, this alternative approach requires the explicit storage of many examples of the 

target function, and therefore should only be used if storage is not of concern. 

 

Off-Line Character Learning 

In this section we introduce off-line character learning for autonomous virtual charac-

ters.  By off-line character learning, we mean a character automatically learning an un-

known behavioral or cognitive model (i.e. learning to perform a task on its own).  This is 
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interesting because it can alleviate a large part of the animator�s workload. 

We have developed a novel technique to perform off-line character learning, using a 

tree search to compute discrete examples of a policy.  These examples are then generalized 

into an approximate behavioral/cognitive model realized through a neural network.  We 

will briefly review reinforcement learning (machine learning without a teacher) to lay a 

foundation for our discussion, and then introduce our technique for off-line character learn-

ing. 

 

Background 

In reinforcement learning, the machine learning of an input-output mapping is per-

formed through continued interaction with an environment in order to maximize a scalar 

index of performance.  This performance index is called a fitness function.  Some of the 

earliest research in computer graphics involving reinforcement learning sought to have vir-

tual characters automatically learn how to walk, swim, or jump optimally [1,2,3,4].  As an 

example, the fitness function for walking was the distance traveled in a unit of time.  How-

ever, while interesting and useful, this type of learning does not provide characters with de-

cision-making abilities.  Behavioral learning in computer graphics has only begun to be ex-

plored (e.g. [16]). 

The goal of reinforcement learning is to automatically learn an optimal policy, µ*.  By 

optimal, we mean that the policy always maps the current state to the best possible action 

according to the fitness function.  The challenge is to find µ* automatically and quickly.  

There are several techniques to do this (excellent surveys are given in [26,27]).  However, 
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the most popular and general approach is known as Q-learning [28]. 

In Q-learning, the agent (virtual character) learns by exploring its state-action space.  

This is done by trying different actions for each state to learn the fitness of all important 

state-action pairs.  This state-action fitness information can then be used to determine 

which action is optimal for any given state.  This is the optimal policy µ*.  Because there is 

often a prohibitively large table of state-task values to store, we must approximate it.  This 

can be done with a neural net as discussed in [26,27]. 

We have performed several experiments using Q-learning for character learning (i.e. to 

automatically learn an unknown behavioral or cognitive model), where the only informa-

tion we gave our virtual character was a fitness function.  This approach has proven to be 

very difficult.  First, to get stable results, we have to approximate the state-action value ta-

ble to a high accuracy.  We have found that this can require a very large neural net.  For this 

reason, learning the state-action values can take days on a current PC.  Second, as discussed 

in [27], Q-learning can be very difficult to get to work in practice, especially since it can 

require visiting every state-action many times. 

It is our opinion that the difficulties that accompany Q-learning for our desired applica-

tion make it an undesirable approach.  For this reason, we have developed an alternative 

approach to character learning based on planning-based reinforcement learning, but with 

several novel particulars.  We now present this technique. 

 

Off-line character learning through searching 

The technique for off-line character learning we have developed is designed for stabil-
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ity, simplicity, and speed.  Thus, we believe it will be more useful to the computer graphics 

community than a technique based on Q-learning.  Note that this technique is not guaran-

teed to find an optimal policy (which explicit Q-learning is), but explicit Q-learning is usu-

ally impractical anyway because of a large state-action value table.  Also, we will show that 

our technique consistently produces good results, is computationally bounded, takes far less 

time than Q-learning, and is simple to implement and use.  It also has a firm foundation in 

AI theory, as it is related to techniques presented in chapter 9 of [27]. 

To generate training examples for our optimal policy neural net, we take an approach 

similar to traditional planning.  Starting at a current state i, we use a tree search (as in figure 

1) to formulate a plan.  The tree search continues until the minimum cost path to a specified 

depth of the tree is found (the cost of each state-action is determined by the reciprocal of 

the fitness function).  Thus no terminal state (ending to the animation) is required, and 

computational time is bounded.  Since this tree search is done off-line, we can search many 

levels deep in the tree (e.g. 25 levels).  This allows us to be very confident in the partial 

plan we have formulated.  Once the plan has been formulated, we keep the action a chosen 

for the initial state i as the training example (i.e. µ(i) = a).  We can then reuse the latter por-

tions of this plan to find solutions for states that we transition into, speeding up the process 

dramatically. 

For performing the tree search, we have found it useful to use either the popular A* al-

gorithm or a best-first branch-and-bound algorithm.  We prefer A*, as it has proven to be 

the fastest in our experiments.  However, A* requires an admissible heuristic (a conserva-

tive estimate of the total cost to reach a goal state), which is not difficult to design but does 
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require some experience to do so effectively.  The advantage to a best-first branch-and-

bound search is that it is generic, and thus can be used for any fitness function without 

modification.  See [25] for more general information on tree searching. 

The tree search depth limit to use is an important question, as it limits how far ahead the 

character will consider its actions.  On one hand it is useful to limit this depth to make the 

off-line learning algorithm as fast as possible, but on the other hand we want the character 

to succeed at its task.  Setting the tree search depth is obviously task specific.  A heuristic 

we have found to work well in practice is to set the depth limit based on minimum reaction 

time required by the actor.  In other words, the character needs to consider far enough into 

the future that it will have sufficient time to prepare appropriately for upcoming situations.  

For example, a virtual spaceship pilot needs to start turning well in advance if she is to 

dodge a large asteroid in her path. 

The biggest challenge we have encountered (with both this technique and character 

learning using Q-learning) is designing a fitness function that produces exactly the results 

we want.  It is important to note that the fitness function is the only control we have over 

the unknown behavioral or cognitive model our character learns.  We will discuss this issue 

in detail in the next subsection. 

Note that our technique relies on the assumption that the task being learned is non-

context sensitive.  Q-learning and other reinforcement learning techniques make this same 

assumption, plus more (they are Markovian).  This non-context sensitive assumption is 

usually not a problem for us, as non-context sensitive policies have been shown in the lit-

erature to be capable of performing very complex tasks.  However, we have found that be-

ing context sensitive can be very useful for virtual characters from the perspective of por-
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traying emotion (e.g. �happy,� �angry,� �afraid,� etc).  A simple approach we use to learn 

context sensitive policies is to supply a different fitness function for each context.  A differ-

ent policy is then learned from each of these fitness functions (one for each context).  These 

policies are then placed in our character�s brain, with the selection of which neural net to 

use determined by the character�s current internal state. 

 

Designing fitness functions for character learning 

As mentioned in the previous subsection, correctly designing the fitness function is a 

critical task because it is the only control we have over the unknown policy that our virtual 

character will learn.  Indeed, fitness function creation is known to be a non-trivial task 

[21,27]. 

We have found that a good fitness function for character learning should have the fol-

lowing features.  First, it should be smooth and continuous (i.e. similar states having a simi-

lar fitness), which helps avoid temporal aliasing in the animation.  Second, it should have a 

term restricting drastic actions (e.g. very sharp turns in a spaceship), which helps achieve 

more realistic and aesthetically pleasing animation.  Third, there should be a term specifi-

cally rewarding actions that, from a task-specific standpoint, are desirable even though they 

may not represent the best choice with respect to reaching a goal state as quickly as possi-

ble. 

One final tip: we have found it useful to experiment with different fitness functions to 

see which produces the most desirable results.  Often it is difficult to determine ahead of 

time the exact fitness function that will achieve the desired behavior for a character.  This 

can be overcome by making small incremental improvements in the fitness function and 
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repeatedly testing it. 

 

Discussion 

Our planning-based character learning technique has proven to be fast, simple, and ro-

bust (see the results section of this paper for details).  We have also succeeded in automati-

cally learning behavioral and cognitive models for difficult and interesting tasks.  In our 

experiments, designing fitness functions required on average a few minutes of work; off-

line learning required one hour on average per policy using a 1.7 GHz processor.  This 

proved significantly faster than constructing explicit behavioral and cognitive models, 

which often take several days or even weeks for experienced designers to design and pro-

gram.  Further, we were able to learn approximate models for tasks that we were unable to 

devise explicit models for. 

Note that our planning-based character learning technique will only learn a sub-optimal 

policy, the quality of which is based on the search depth limit used.  However, optimality is 

probably not necessary to achieve intelligent-appearing behavior in a virtual character (i.e. 

good behavior usually looks just as realistic, and perhaps sometimes more so, than perfect 

behavior).  Further, note that in practice Q-learning is not optimal either, as it can only 

achieve optimality after visiting every state-action an infinite number of times. 

The difference between learning a behavioral model versus a cognitive model is merely 

the tree search depth limit: a short look-ahead results in reactive behavior, whereas a long 

look-ahead maximizes long-term utility.  Therefore, in the approach we take, these two 

types of models are realized in exactly the same way, and are differentiated with merely the 

adjustment of a parameter. 
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Experimental Results 

We implemented our techniques (rapidly approximating an explicit cognitive model and 

off-line character learning) and used them to perform a series of experiments.  We report 

our findings in this section.  These experiments were designed to cover, in a general way, 

all major distinguishing aspects of behavioral and cognitive tasks (e.g. temporally coarse- 

or fine-grain action selection, continuous or discrete state and action spaces, simple or 

complex state information, etc).  We used single-precision floating point in our neural nets, 

which doubles the performance of the division and power operations with very little loss in 

quality.  All animations were rendered in real-time using OpenGL [29] on a 1.7 GHz PC 

with an ATI Radeon 8500 (commodity) video card.  Quicktime videos are available from 

http://neptune.cs.byu.edu/egbert/a3dg/projects/bcm/animation.html. 

 

Herding a group of characters 

The experiment of herding is interesting for putting our work in perspective, as it has 

been used to test many previous techniques (e.g. [17], where a large dinosaur herded 

smaller ones).  Also, this experiment is a good test case for behavioral/cognitive models 

that are applied at a high level in the animation hierarchy, with temporally coarse-grain ac-

tion selection.  This is important, as some of the most impressive results to date in the lit-

erature have been achieved with high-level, temporally coarse-grain models. 

In our experiment (see figure 5), the character performing the herding is a skeleton, and 

the characters being herded are humans.  These characters are articulated figures, whose 
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motor control is performed through skeletal animation.  The virtual world is split up into a 

grid of cells (i.e. the state space is discreet).  The skeleton and humans are located in one 

cell at a time.  They can each move to an empty adjacent cell only (i.e. the action space is 

discreet).  If the skeleton gets too close to the humans, they will run away in the opposite 

direction.  They also remain in a group (or �flock�) whenever possible.  The skeleton�s task 

is to move all humans to a goal location in the virtual world.  Once at the goal location, the 

humans cannot leave and are thereafter ignored by the skeleton.  The humans are controlled 

by a simple reactive system, whereas the skeleton is empowered with a cognitive model. 

Note that the skeleton�s cognitive model performs temporally coarse-grain action selec-

tion, as the actions require a notable amount of time to perform (e.g. about a second).  Thus 

actions are selected occasionally, with lower levels in the animation hierarchy carrying 

them out (e.g. motor control). 

The inputs we chose for the neural net were the distances from the skeleton to the near-

est member of up to two groups of humans.  This was represented as two (i, j) vectors.  The 

only other inputs were the distance vector to and size of the nearest obstacle, and the direc-

tion toward the goal location.  Thus we had seven inputs, resulting in a very small neural 

net that was extremely fast to execute. 

We implemented this experiment with both an explicit cognitive model we programmed 

and with an automatically learned model (the fitness function measured how close on aver-

age all the humans were to the goal location).  Though the approach taken to solve the 

problem was different between the two models, they both solved it well.  However, the ex-

plicit model took three days to program, whereas the fitness function only took a few min-

utes.  Thus we see that character learning can not only simplify the process of creating a 
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behavioral/cognitive model, but also dramatically shorten the development time.  Also, note 

that the neural net required less than a microsecond to execute, whereas the explicit cogni-

tive model required about 0.2 seconds on average to compute an action. 

 

Spaceship pilot and asteroids 

In this experiment, the virtual character was a spaceship pilot (see figure 6).  The pilot�s 

task was to maneuver the spaceship through an asteroid field (along the Z-axis), flying from 

one end to the other as quickly as possible with no collisions.  To ensure that this would be 

a significant problem, we limited the maneuverability of the spaceship so that the pilot 

would have to plan his path through space well in advance.  We also placed the asteroids 

close together.  The animation ran at 15 frames per second, with an intelligent action com-

puted for each frame.  Thus the model was applied at a fairly low level in the animation hi-

erarchy, and action selection was temporally fine-grain. 

The virtual pilot had two controls over the spaceship: yaw (rotation around the Y-axis) 

and pitch (rotation around the X-axis).  The controls were real-valued (i.e. the action space 

was continuous).  Also, the spaceship could be at any location and orientation (i.e. the state 

space was continuous).  The inputs we selected for the neural net were the spaceship�s cur-

rent orientation (θ, φ), and the rotation-invariant normalized direction (i, j, k) and distance 

(d) to the three nearest asteroids.  Thus there were 14 inputs total.  The network had two 

outputs, which determined the change in the spaceship�s orientation. 

We first programmed an explicit cognitive model.  Since the ideal action space was 

continuous, we had to discretize it dramatically to achieve real-time performance (there 
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were only 9 possible actions the pilot could do).  We also had to limit planning to a tree 

depth of 5 levels.  The final result was a poor animation, due to the fact that the pilot could 

not plan far enough ahead to adequately maneuver the spaceship around the asteroids.  

Also, because the discretization of the action space was so coarse, the motion was not very 

smooth. 

In our next experiment we improved the planning of our explicit cognitive model, tak-

ing advantage of the fact that we could perform our tree search off-line and then train a 

neural net to �memorize� the correct actions.  This significantly improved the results, as we 

were able to formulate much better plans and also use a more fine grain discretization of the 

action space.  Using a fast neural net approximation of this improved (but slower) explicit 

cognitive model, the spaceship pilot was able to dodge all asteroids, and the motion was 

smooth and aesthetically pleasing.  This neural net animation utilized very little CPU: about 

a microsecond for each execution.  Comparatively, the high-quality explicit model we pro-

duced required approximately 0.5 seconds to compute an action, and thus was not able to 

maintain interactive rates. 

Finally, we tried automatically learning a cognitive model (off-line character learning).  

The fitness function was determined by how direct of a route the pilot took, without hitting 

any asteroids.  Specifically, the reward was equal to the forward component of the space-

ship�s motion vector, and a very large penalty was given for hitting an asteroid.  We 

achieved excellent results, learning a cognitive model that crossed asteroid fields faster than 

our explicit cognitive model and did so in a visually pleasing manner.  The most challeng-

ing part of this task was in determining the fitness function that allowed us to achieve the 

exact �look� that we wanted the pilot�s actions to have. 



 30

 

Spaceship battle 

Our next experiment involved a battle between two spaceships.  The pilot�s controls 

were identical to the previous experiment, except that the pilot could also fire a laser.  The 

inputs were the relative orientations of the two spaceships, their relative positions, and any 

nearby lasers to avoid (all according to the pilot�s local coordinate frame).  The fitness 

function was very simple: a reward for avoiding the other spaceship�s nose (where the laser 

was mounted), a reward for shooting the other spaceship, and a punishment for being shot.  

We did not attempt to program an explicit behavioral/cognitive model because we had no 

idea how one should go about piloting a spaceship in combat (note that studying how to 

accomplish a task is usually necessary before one can program explicit AI to accomplish 

that task, thus our technique for character learning relieved us of this burden in this experi-

ment). 

Note that a challenge for our character in learning this task is that we must know how 

one pilot will behave for the other pilot to learn how to combat him.  However, the problem 

of learning in competitive environments has been thoroughly explored (e.g. [30]).  We did 

this by iteratively learning better cognitive models for both pilots by having them compete.  

In other words, after one pilot learns a new model (and is therefore better at his task), we 

then use him as an example for the other pilot to learn a new model.  However, it is also 

possible (and perhaps simpler in some situations) to simply construct a trivial reactive 

model for one pilot and then learn a superior cognitive model for the other pilot. 

As in our previous experiments, we achieved good results with our learned cognitive 

model.  In addition, the neural net execution time was very fast (approximately one micro-
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second per iteration).  Due to this performance, we were able to achieve a spaceship battle 

of �epic proportions� on our PC (see figure 7).  Specifically, we had two thousand of these 

spaceship pilots locked in combat in real-time.  Interestingly, the bottleneck was not exe-

cuting the neural nets, but rendering all the spaceships.  To achieve real-time performance, 

we had to use very simplified meshes.  We believe this large-scale real-time animation abil-

ity for highly intelligent virtual characters is one of the most important contributions we 

make in this paper. 

 

Conclusions and Future Work 

In this paper, we have presented two novel techniques.  First, we use machine learning 

(in our system usually neural networks) to quickly approximate cognitive models.  This al-

lows us to achieve performance never before possible (several thousand intelligent autono-

mous characters in real-time on a PC).  Further, because training is done off-line, we can 

use much larger action spaces and higher quality plans than previously possible. 

The second technique we have introduced is off-line character learning.  Through this 

method, a character can automatically learn an unknown behavioral or cognitive model on 

its own with nothing more than a fitness function to guide it, alleviating the animator from 

the workload of programming an explicit model.  This also allows us to model tasks for 

which it would be difficult or virtually impossible to develop an explicit model. 

However, there are some weaknesses in our approach that are important to recognize.  

First, since a neural net only approximates a mapping, we are not guaranteed exactly cor-

rect results.  However, since a neural net is trained to minimize the mean-squared-error of 
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the training examples, we are guaranteed that the network will make no �gross� errors if it 

has been trained properly.  Another issue of our technique is that a net�s inputs must be 

chosen with care.  It is important that salient variables and features in the state be identified 

and used as the inputs.  However, this problem can be avoided or reduced through the use 

of k-nearest neighbor, where inputs can be selected automatically (but at the cost of extra 

storage).  Next, note that when performing off-line character learning, it can be difficult to 

design a fitness function that results in the exact behavioral/cognitive model that is desired.  

However, we have found it to be easy and quick to achieve a good model.  Finally, note 

that some behavioral/cognitive models have many salient variables.  Approximating these 

models could require a very large, slow neural net, and therefore it may be necessary to use 

an alternative machine learning technique (which suffers less from the curse of dimension-

ality with respect to performance). 

There are some exciting areas open for future work.  For example, we have only pre-

sented a technique for off-line character learning.  On-line learning in the literature has thus 

far been limited to behavioral models (short-term utility).  Is it possible to learn a cognitive 

model on-line in an interactive application?  This could take interactive computer graphics 

to a whole new level, especially in the entertainment market.  This could also be interesting 

if an animator could interactively train a virtual character for cognitive learning, rather than 

using a fitness function. 

 

References 

1. van de Panne M, Fiume E.  Sensor-actuator networks.  In Proceedings of ACM SIG-



 33

GRAPH, 1993. 

2. van de Panne M, Kim R, Fiume E.  Synthesizing parameterized motions.  In Proceed-

ings of 5th Eurographics Workshop on Simulation and Animation, 1994. 

3. Sims K.  Evolving virtual creatures.  In Proceedings of ACM SIGGRAPH, 1994; pp 15-

22. 

4. Grzeszczuk R, Terzopoulos D.  Automated learning of muscle-actuated locomotion 

through control abstraction.  In Proceedings of ACM SIGGRAPH, 1995; pp 63-70. 

5. Grzeszczuk R, Terzopoulos D, Hinton G.  NeuroAnimator: Fast neural network emula-

tion and control of physics-based models.  In Proceedings of ACM SIGGRAPH, 1997; 

pp 9-20. 

6. Hodgins J, Pollard N.  Adapting simulated behaviors for new characters.  In Proceed-

ings of ACM SIGGRAPH, 1997; pp 153-162. 

7. Gleicher M.  Retargetting motion to new characters.  In Proceedings of ACM SIG-

GRAPH, 1998; pp 33-42. 

8. Faloutsos P, van de Panne M, Terzopoulos D.  Composible controllers for physics-

based character animation.  In Proceedings of ACM SIGGRAPH, 2001; pp 39-48. 

9. Reynolds C.  Flocks, herds, and schools: A distributed behavioral model.  In Proceed-

ings of ACM SIGGRAPH, 1987; pp 25-34. 

10. Tu X, Terzopoulos D.  Artificial fishes: Physics, locomotion, perception, behavior.  In 

Proceedings of ACM SIGGRAPH, 1994; pp 43-50. 

11. Blumberg B, Galyean T.  Multi-level direction of autonomous creatures for real-time 

virtual environments.  In Proceedings of ACM SIGGRAPH, 1996; pp 47-54. 

12. Perlin K, Goldberg A.  Improv: A system for scripting interactive actors in virtual 



 34

worlds.  In Proceedings of ACM SIGGRAPH, 1996; pp 205-216. 

13. Burke R, Isla D, Downie M, Ivanov Y, Blumberg B.  Creature smarts: The art and ar-

chitecture of a virtual brain.  In Proceedings of the Computer Game Developers Con-

ference, 2001. 

14. Yoon S, Burke R, Blumberg B.  Interactive training for synthetic characters.  In Pro-

ceedings of AAAI, 2000, pp 249-254. 

15. Tomlinson B, Blumberg B.  Alphawolf: Social learning, emotion and development in 

autonomous virtual agents.  In Proceedings of First GSFC/JPL Workshop on Radical 

Agent Concepts, 2002. 

16. Blumberg B, Downie M, Ivanov Y, Berlin M, Johnson M, Tomlinson B.  Integrated 

learning for interactive synthetic characters.  In Proceedings of ACM SIGGRAPH, 

2002; pp 417-426. 

17. Funge J, Tu X, Terzopoulos D.  Cognitive modeling: Knowledge, reasoning, and plan-

ning for intelligent characters.  In Proceedings of ACM SIGGRAPH, 1999; pp 29-38. 

18. Funge J.  AI for Games and Animation: A Cognitive Modeling Approach.  A.K. Peters: 

Natick, MA, 1999. 

19. Terzopoulos D.  Artificial life for computer graphics.  Communications of the ACM 

1999; 42, 8: 33-42. 

20. Funge J.  Cognitive modeling for games and animation.  Communications of the ACM 

2000; 43, 7: 49-48. 

21. Mitchell T.  Machine Learning.  McGraw Hill: 1997. 

22. Haykin S.  Neural Networks: A Comprehensive Foundation 2nd edition.  Prentice Hall: 

Upper Saddle River, NJ, 1999. 



 35

23. Rumelhart D, Hinton G, Williams R.  Learning internal representations in error back-

propagation.  Parallel distributed processing: explorations in the microstructure of cog-

nition 1986; 1, 318-362. 

24. Hornik K, Stinchcomb M, White H.  Multilayer feedforward networks are universal ap-

proximators.  Neural Networks 1989; 2, 359-366. 

25. Russell S, Norvig P.  Artificial Intelligence: A Modern Approach.  Prentice Hall, 1995. 

26. Bertsekas D, Tsitsiklis J.  Neuro-Dynamic Programming.  Athena Scientific: Belmont, 

MA, 1996. 

27. Sutton R, Barto A.  Reinforcement Learning: An Introduction.  MIT Press: Cambridge, 

MA, 1998. 

28. Watkins C, Dayan P.  Q-learning.  Machine Learning 1992; 8. 

29. Woo M, Neider J, Davis T, Shreiner D.  OpenGL Programming Guide 3rd edition.  Ad-

dison Wesley: Reading, MA, 1999. 

30. Reynolds C.W.  Competition, coevolution and the game of tag.  In Proceedings of Arti-

ficial Life IV, 1994; pp 59-69. 



 36

 

 

Figure 1:  Planning is performed with a tree search of all candidate actions throughout 
time.  To perform planning in real-time without dedicated hardware, it is usually necessary 
to greatly limit the number of candidate actions and to only formulate short (sub-optimal) 
plans. 
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Figure 2:  (a) Mathematical model of a neuron j.  (b) A three-layer feedforward neural 
network of p inputs and q outputs. 
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Figure 3:  (a) Neural net approximation of a policy µ.  The network input is the current 
state, the output is the action to perform.  σT  and σ−T  normalize the input and denormalize 
the output, respectively.  (b) Neural net approximation of a priority function. 
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Figure 4:  Example of a set of (approximate) cognitive models, integrated into a synthetic 
brain architecture for a virtual character (in this case, a sheepdog).  The character�s current 
goal determines which (approximate) cognitive/behavioral model will be used. 
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Figure 5:  Snapshots of a skeleton herding a group of humans.  All characters are articu-
lated figures.  The skeleton is controlled by a cognitive model that selects high-level ac-
tions, which are carried out by a skeletal animation system.  We first constructed an explicit 
cognitive model, and then had our character automatically learn a model through off-line 
character learning.  The neural net approximation was significantly faster to execute than 
the explicit cognitive model (about 1 µs vs. 0.2 sec).  Also, character learning required less 
time than for us to program an explicit model (a few hours vs. a few days). 
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Figure 6:  A cognitively empowered spaceship pilot intelligently maneuvers within an as-
teroid field.  The pilot�s goal is to cross the asteroid field (forward motion) as quickly as 
possible with no collisions.  Due to the temporally fine-grain action selection in this ex-
periment, neural net approximation was necessary to achieve real-time performance. 
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Figure 7:  With the high computational speed of our technique, it is possible to perform 
animations of an �epic� scale in real-time.  Here we have 2,000 spaceship pilots in combat.  
Our pilots are self taught (i.e. character learning), so this animation took very little human 
effort to create. 
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