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Abstract 
 
 
A major challenge in performing pattern 
recognition with neural networks is large input 
data sets; for example, high-resolution static 
images.  There is a direct relationship between 
the number of inputs and the number of neurons 
and links required to process those inputs.  
Specifically, as the number of inputs increases 
linearly, the complexity of the neural net 
increases exponentially.  We present a new 
approach to pattern recognition, where input data 
is “streamed” into a feedback neural net.  This is 
done by distributing the input temporally, such 
that a portion of the inputs is used for each 
iteration of the neural net.  Therefore, pattern 
recognition is automatically performed in 
conveniently sized segments with a single neural 
net.  This reduces the amount of evolution that 
must be performed to train the neural net. 

1 INTRODUCTION 
For nearly a decade, the third author has been dreaming of 
building artificial brains by evolving neural net circuits in 
special hardware at hardware speeds.  In the first attempt 
to implement these ideas (1996-2001), a cellular 
automata-based neural net model called “CoDi” [Gers et. 
al. 1997] was used.  It was simple enough to be 
implementable, despite the severe constraints imposed by 
the programmable (evolvable) state of the art hardware of 
1996.  The first generation brain-building machine [de 
Garis et al. 2002], called “CBM” (CAM-Brain Machine, 
CAM = cellular automata machine) was implemented and 
sold in Japan, Europe, and the US.  It is a research 
machine and needs further work.  However, its chips date 
from 1996 and are starting to age.  Independently of 
whether or not the CBM research and development work 
will continue, it is time to start thinking about the creation 
of a second-generation machine, which we call “BM2” 
(Brain-Building Machine, second generation). 

The basic idea behind artificial brain building is to evolve 
a neural net circuit at electronic speeds in dedicated 
hardware. This evolved neural net is then executed in 
real-time in the same dedicated hardware.  Tens of 
thousands of such individually evolved neural net 
modules can be executed in parallel.  Modern electronics 
makes brain building possible, and the probability that 
Moore’s law will continue for another 20 years or more, 
makes the prospect of brain building almost certain. 
However, if one is to perform evolutionary engineering of 
neural nets for brain building, it is critical that the evolved 
systems are capable of performing the tasks required of 
them.  We have become increasingly aware that neural net 
models need to be chosen that have high evolvabilities, so 
that they may perform well when implemented in 
programmable/evolvable electronics.  Of course, some 
neural net models will outperform other models for 
certain applications.  For this reason, it is interesting to 
support more than one neural net model in a brain-
building machine.  Further, it is important to develop 
neural net models that can effectively perform critical 
functions for artificial brains, such as motion control and 
pattern recognition. 
In this paper we present a new approach to pattern 
recognition.  A major challenge in pattern recognition 
with neural networks is large input data sets [Bishop 
1996], such as high-resolution static images.  There is a 
direct relationship between the number of inputs and the 
number of neurons and links required to process those 
inputs.  Specifically, as the number of inputs increases 
linearly, the complexity of the neural net increases 
exponentially.  Not only does evolution for training 
become significantly more expensive, but so does 
executing the evolved neural net. 
We present a new approach to pattern recognition, where 
input data is “streamed” into a feedback neural net.  This 
is done by distributing the input temporally, such that a 
portion of the inputs is used for each iteration of the 
neural net.  Therefore, pattern recognition is automatically 
performed in conveniently sized segments with a single 
neural net.  Our goal is to implement this pattern 



 

 

recognition model in a second-generation brain-building 
machine BM2. 
The contents of the remainder of this paper are as follows.  
Section 2 introduces our new pattern recognition 
technique.  Section 3 presents experimental results of this 
new technique.  Section 4 contains some discussion and 
plans for further research. 

2 DATA STREAMING FOR PATTERN 
RECOGNITION  

We began our research by considering how a biological 
brain may perform pattern recognition of spoken 
language.  There is a very large amount of data that must 
be tested to recognize spoken words.  For example, if we 
assume that a spoken word is 0.25 seconds long, and that 
the verbal waveform is sampled at 8 KHz, there are two 
thousand inputs that a neural net must process.  If this 
were done with an artificial neural net, using the 
traditional approach to pattern recognition (where all 
inputs are used in the neural net at once), this would 
require an extremely large and complex neural net to 
process.  An alternative (and far less computationally 
expensive) approach is to distribute the inputs through 
time, such that the neural net only has to consider a subset 
of the inputs at any given time.  In a way, the input data is 
“streamed” to the neural net.  This makes sense from a 
biological standpoint, as auditory stimuli are received 
over a period of time, not instantaneously. 
We have developed a data-streaming technique for pattern 
recognition of large data sets.  This technique is useful for 
any type of large input data set, whether an audio 
waveform, digital picture, etc. 
In our technique, we slice the input data set into equal-
sized segments.  Each segment contains the number of 
elements that can be inputted to the neural net at a time.  
A different segment of input data is used for each iteration 
of the neural net.  Thus, if there are N input data 
segments, N iterations of the neural network are required 
to perform pattern recognition. 
Because some portion of pattern recognition is performed 
by each iteration of the neural net, it is important to pass 
information from one iteration of the neural net to the 
next.  We accomplish this by using a feedback neural net 
model (i.e. internal signals are propagated from one 
iteration to the next).  Any feedback neural net model 
might be useable, but we use a new model (TiPo) we 
recently introduced in [Dinerstein et al. 2002].  We use 
this model because it is extremely powerful at performing 
dynamic functions, and has proven effective for this 
streaming pattern recognition technique.  We will briefly 
review our new neural net model in subsection 2.1 of this 
paper. 
Of course, once pattern recognition has been completed 
(after the entire input data set has been processed), the 
neural net must output whether the data set was 
recognized or not.  We accomplish this by training the 

network to output a high signal (0.5) if recognized, and a 
low signal (0.0) if not recognized.  In our experiments, we 
trained the network to output a high or low signal, 30 
clock ticks long.  The neural net performs two operations: 
recognition and output.  The recognition phase lasts as 
long as it takes to input the data to test.  The output phase 
lasts as long as the output signal. 
One final point to discuss is what inputs to give the neural 
net during the output phase.  Recognition has already 
been performed, but a steady output signal needs to be 
generated for some number of clock ticks.  Therefore, we 
supply each neuron with a constant input of 0.1, during 
the output phase.  This is a small enough input signal to 
not dramatically effect the operation of the neural net, but 
does supply some bias to the recurrent signals. 
We are very pleased with the excellent results achieved in 
our experiments using this technique.  These results are 
presented in section 3. 

2.1 A NEW EVOLVABLE FEEDBACK NEURAL 
NET MODEL — TIPO 

Highly dynamic processing (such as curve following) is 
difficult for traditional feedback neural net models [de 
Garis 1990] (consider figure 1).  We have discovered that 
this is largely because of the structure of these neural 
networks being unable to change dynamically.  That is, no 
changes to the structure of a neural net (weights, 
connectivity, etc.) happen during execution.  This greatly 
limits the dynamic processing capability of such neural 
nets.  We recently introduced a new feedback neural net 
model named TiPo (“Timed Pointer”, pronounced “Type-
Oh”).  TiPo was developed to be powerful at performing 
dynamic processing (e.g. curve following).  TiPo is based 
in part on DePo, our first dynamic neural net model, 
introduced in [de Garis 2002]. 
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Figure 1: Curve Following with a Fully Evolved 
Traditional Feedback Neural Network. 



 

 

We have discovered a simple and effective way to make 
the structure of a neural net dynamic: define for each link 
a time window in which it is active.  This is done by 
specifying a start and end transmission time for each link.  
The start time specifies the clock tick when the link will 
begin transmitting signals, and the end time specifies the 
clock tick when the link will stop transmitting signals.  
Thus, links can turn on and off dynamically as the neural 
net is executed.  This is more effective than simply 
turning neurons on and off, because it allows more fine-
grain control.  Also, this allows for discontinuities in the 
processing of the neural net.  In fact, using these timed 
links, it is possible to entirely change the function of a 
neural net dynamically. 
We have developed a new neural net model that uses 
these timed links (pointers), named TiPo.  TiPo is a 
(possibly) fully connected feedback neural net model.  It 
is very similar to traditional feedback neural net models, 
except for the timed links.  TiPo’s weights and signals are 
signed real numbers, of the form +/- 0.yyyyy where 
yyyyy is a binary fraction.  The signals and weights are in 
the range 0 ≤ |W| < 1.  TiPo uses a traditional signal 
propagation function (equation 1), and sigmoid activation 
function (equation 2).  In other words, for each neuron, 
the dot product of the incoming signals and associated 
weights is computed.  The output signal is then 
transformed using the sigmoid activation function before 
being transmitted. 
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The TiPo chromosome is composed of three subfields: 
weights, start times, and end times.  There is one weight, 
start time, and end time associated with each link.  The 
start and end times for a link are not allowed to cross (i.e. 
start ≤ end), nor pass beyond the time range of the target 
signal being trained for (0 → T clock ticks).  The genetic 
operators of TiPo are: 
 

1) Change one bit of a weight. 
2) Change the sign of a weight. 
3) Increment a start time. 
4) Decrement a start time. 
5) Create a new random start time. 
6) Increment an end time. 
7) Decrement an end time. 
8) Create a new random end time. 
9) Add a neuron (random links to other neurons are 

created). 

10) Delete a neuron (all associated links are also 
deleted). 

11) Add a link (a random weight, start time, and end 
time are assigned). 

12) Delete a link. 
 
The results of TiPo for curve following are truly 
impressive, as shown in figure 2. 
 

 

3 EXPERIMENTAL RESULTS WITH 
STREAMING PATTERN 
RECOGNITION 

We performed an experiment where a 20-neuron network 
was evolved to recognize 1 input data set, and not 
recognize 24 other data sets.  Each data set had 1,400 
elements (a very large number).  Since there were 20 
neurons, and each received one input per clock tick, the 
recognition processing in the neural net took 70 clock 
ticks (iterations).  The input data sets were defined by 
curves, generated from a linear combination of sine and 
cosine functions.  Many of the curves were so similar that, 
compared visually, they looked identical.  The reason we 
selected curves as the input data is because we are 
interested in pattern recognition of spoken words.  We 
evolved (trained) this neural net for about 200,000 
generations, which took several minutes in software. 
Our results are exceptional, as shown in figures 3 and 4.  
The network accurately recognizes/rejects all 25 input 
data sets.  Further, we found that the network generalized, 
such that any additional input data we tried was also 
rejected (since the network was trained to only recognize 
one input). 

(1) 

(2) 
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Figure 2: Curve Following with a Fully Evolved TiPo 
Neural Network.  Compare to Figure 1. 



 

 

We also performed some experiments to see if other, 
traditional feedback neural net models would work with 
our pattern recognition technique.  We found that GenNet 
[de Garis 1990], a genetically evolved, fully connected 
feedback model, also worked, but does not achieve the 
same quality that TiPo does.  Furthermore, it may be 
possible to use a feedforward neural network with this 
pattern recognition technique, as long as it has recurrent 
links (output fed back in as input).  However, we have not 
yet tested this, but expect that it will not perform as well 
as a feedback neural net since there is less recurrent 
information. 

One 
reco
very
feed

as well as feedforward neural nets.  We believe that this 
wonderful generalization ability of our technique is due to 
the multiple iterations in which pattern recognition is 
performed.  This allows the neural net to perform a great 
deal of processing, while keeping the amount of data that 
must be considered down.  Further, we believe that TiPo’s 
timed links help with generalization, since the network is 
capable of switching its operation from recognition to 
output by turning on/off links as needed (i.e. a single 
network is capable of performing two completely separate 
functions, each in its own block of time). 
Another important result to discuss about our technique is 
performance.  As mentioned earlier in this paper, when 
using a traditional pattern recognition approach, the 
complexity of a neural net increases exponentially as the 
number of inputs increases linearly.  This is because most 
neural net models are fully connected (or nearly fully 
connected).  Even feedforward neural nets are usually 
fully connected between adjacent layers.  As a result, 
while the number of neurons may not increase 
exponentially, the number of links does.  In comparison, 
the complexity of our technique increases linearly with a 
linear increase in the number of inputs.  This is because 
the same neural net can be used for many or few inputs, 
only the number of iterations changes.  In fact, in our 
experiments, we used an amazingly low number of 
neurons (20) for pattern recognition using such large input 
data sets. 
It is important to note that, in our technique, early 
information computed by the neural net does attenuate as 
processing continues.  Therefore, there is a limited length 
in clock ticks (iterations) that the pattern recognition 
phase can continue without losing critical information.  In 
our experiments, we have found that 70 clock ticks works 
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Figure 3: Output of a 20-neuron Net That Has 
Recognized an Input Data Set. 
well.  We did find longer times that worked, but not under 
all conditions.  However, this limitation does point out a 
possible improvement that could be made to our 
technique in the future.  To keep early information from 
attenuating, it may work well to add a single Long Short-
Term Memory (LSTM) [Hochreiter and Schmidhuber 
1997] memory cell to the TiPo neural net.  Ideally, this 
memory cell would evolve to store persistent information 
about whether the input data is recognized or not.  We 
have not yet experimented with this extension of the TiPo 
model, but it is possible that this extension could virtually 
eliminate this attenuation problem. 

4 DISCUSSION AND FUTURE 
RESEARCH 

Despite our great pleasure at witnessing the high accuracy 
of this pattern recognition technique, a lot of work 
remains to be done to discover its strengths and 
limitations.  Most notably, further experimentation should 
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Figure 4: Output of the Same Net in Figure 3, Except 
for an Input Data Set That is Not Recognized. 
of the most important findings about this pattern 
gnition technique is that it has proven to generalize 
 well.  This result is somewhat surprising, as 
back neural nets are usually found to not generalize 

be done to discover how well it performs for classic 
pattern recognition problems.  Also, more work is needed 
to discover the limit of generalization that this technique 
can accomplish.  Further, we need to experiment with 
using LSTM in TiPo, to see if it will help alleviate the 



 

 

problem of early results being attenuated as pattern 
recognition proceeds for many clock ticks (iterations). 
Once this further experimentation has been done, the next 
stage in our research is to determine what neural net 
model(s) and techniques will be most effective in brain 
building.  This may involve developing further neural net 
models and techniques to use these models.  Finally, once 
we have selected the neural net model(s) and techniques 
to use, we will begin the translation of the (modified) 
model into programmable/evolvable hardware to start 
building the second-generation brain-building machine 
BM2.  It will be interesting to see to what extent we will 
be forced to compromise the TiPo model to fit it into state 
of the art programmable chips.  However, 
experimentation has shown that signed 4-bit weights and 
signals can be used effectively with this model, 
suggesting that such a compromise will not be severe. 
Once it can be shown that single neural circuit modules 
can be successfully evolved and implemented in 
evolvable hardware, multimodule experiments can be 
undertaken.  With dedicated hardware, these experiments 
can be run in minutes, rather than days or weeks in 
software simulation.  We expect this to provide rich 
experience in architecting artificial brains. 
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