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Abstract 

Much of past research has focused on advancing the basic robot technology by developing new robot platforms 
with unique algorithms and technologies with marginal success.  The focus of the effort underlying this paper is 
not to develop new platforms or algorithms but rather to evaluate several of the latest technologies developed in 
the research of Artificial Intelligence (AI) whether they are suited to become a core feature of a truly 
autonomous robot system. 

The paper will identify key feature required for a robot to operate autonomously.  The paper has chosen to 
review the following recently developed AI technologies: the Delayed Pointer Neural Nets (DePo), based on a 
Collect and Distribute Neural Net (CoDi) model; the electronic Learning Evolutionary Model (eLEM) model; 
and the BrainChild technology, a theory that explains cognitive processes in a closed mathematical framework. 

 

1 Introduction 
Recent events such as the wars in Iraq and Afghanistan and the demise of the shuttle Columbia are spurring the 
demand for autonomous, intelligent robot that can replace the human in many such tasks, i.e. a ‘robot soldier’ 
that can enter caves and hunt for enemies without putting any soldiers at risks. 

There is an abundance of recent literature that focuses on research in the area of the development of autono-
mous, intelligent robots.  Those who follow the development reported in these publications are fascinated by 
many of the remarkable results and advances that have recently been reported.  Despite all these innovations 
and breakthroughs the ultimate goal, the truly intelligent, autonomous robot discussed above, appears to remain 
an elusive goal. 

The answer to this apparent paradox may be a simple one.  The authors believe that it is the lack of a common 
terminology and the lack of a commonly accepted (mathematical) definition of the term ‘autonomous, intelli-
gent robot’ that lets many authors claim success in implementing an ‘autonomous, intelligent robot’, while other 
researchers using the same terminology will focus on a different goal and while both may claim success neither 
one will accept the other’s definitions and therefore they will fail to acknowledge each others results. 

In a report commissioned by the IEEE Automated Control System Society in 1993 a comprehensive attempt is 
made to define intelligent control.1  Similarly, a variety of authors have attempted to define autonomous 
intelligent agents and controls and a somewhat comprehensive overview has been compiled by authors such as 
Charles Petrie and others.2,3  But as Petrie correctly notes “There are three major problems with attempts to 
define ‘agents’ as ‘intelligent’. First, as I have alluded above, the meaning of the adjectives ‘intelligent’ and 
‘autonomous’, so far, are subjective labels.” and “[these] definitions of intelligence, as do all, depend upon the 
opinion of an intelligent observer after interacting with the candidate agent.” 



Subjective definitions however do not lend themselves to be used as evaluation criteria for the initial evaluation, 
whether certain algorithms and technology exhibit required mathematical characteristics, which would indicate 
that they may be suitable technologies for the construction of an intelligent, autonomous agent (IAA).  To 
accomplish this task we need objective criteria that evaluate mathematical properties to establish, whether a 
technology meets certain, minimum characteristics that are required in order to become the core for an IAA. 

The two main goals of this paper are: 

- to identify and/or develop objective characteristics that an agent has to meet to be considered autono-
mous and intelligent; and 

- to analyze different artificial intelligence algorithms and determine if they meet the criteria and thus 
should be evaluated further for use in such applications. 

The importance of the first task should be self evident.  Without such a definition the goal is undefined and the 
performance of the agent can not be properly evaluated.  The real importance of a universally acceptable 
definition that is built on objective, quantifiable terms is that it allows completion of the second task.  Once we 
have established such a definition we can now use it to evaluate algorithms, technologies and implementations 
whether they are applicable to the construction of or whether they constitute an autonomous, intelligent agent. 

As a test to demonstrate that a machine is truly intelligent we propose to place a ball and a box in a  specific 
environment.  The researcher can then use external inputs to guide the robot to look for, locate and pick up the 
ball and then drop it into the box.  The location of the ball and box and the size of the ball and box will be 
varied along with the other objects in the room.  The goal is that the robot will learn to recognize the objects and 
especially recognize the task that is expected and that the IAA will then be able to detect a ball and a box in 
unknown environments and locations and to place the ball into the (a) box. 

 

 

2 Definitions for the Intelligent, Autonomous Agent 
While there is little consensus in the literature concerning the definition of an autonomous, intelligent agent, it 
is possible to identify a common, minimal subset that can be derived from analyzing a number of the existing 
definitions.  Rather than addressing ‘intelligent’ and ‘autonomous’ separately the authors have chosen to define 
the definition for the ‘intelligent, autonomous agent’ as a whole. 

It is commonly accepted that the IAA must be able to perceive its environment through sensory input(s).  
However, the term ‘perceive’ or ‘perception’ should be avoided.  Thus, the authors have chosen to merely 
require that the system must have sensory inputs adequate for the task to be performed or the environment in 
which the agent operates.  Thus, an IAA for a voice response system may only be required to have voice input 
capability, while a ‘robot soldier’ will most likely require an advanced vision system in conjunction with audio, 
ranging systems, global positioning support etc.  This broad definition shall include a communication link to be 
a sensory input.  The whole of all sensory inputs shall be an information vector P. 

It is further commonly accepted that the IAA will have a response, which is often associated with an actuatory 
response.  Once again the goal is to find a minimal common denominator that allows an objective, qualifiable, 
mathematical representation.  Thus, the authors again consider a communication link to be a ‘response system’ 
in the broadest sense.  Once again the agent for a voice response system may only need to have voice output 
capability, while the ‘robot soldier’ will require a multitude of communication channels and physical actuators.  
The whole of all response outputs shall a response vector R. 



 
Figure 1: Block Diagram of the IAA System 

With the above definitions the block diagram of the IAA as shown in figure 1 now resembles a conventional 
system diagram if we keep in mind that the plant S is a causal, but not a linear, time invariant (LTI) system.  It 
is therefore implied that all vectors, matrices and functional relationships are implied to be functions of time, 
the current state and the complete state history.  However, the authors stipulate that it will be a causal system, 
fully realizing that this statement will be cause for much discussion and disagreement. 

When using sensory inputs it must be understood that the IAA will generally only receive incomplete 
information about its operating environment.  Mathematically, we can describe this as a mapping of the 
environment E to the sensory information vector P 

P = f( E → P). [1] 

It should further be noted that the mapping itself can be a function of the environment E and the sensory system 
Ps and potentially the information vector P itself: 

P = f( E, Ps, P, E→P). [2] 

Similarly, the response R of the IAA will impact the environment E in a defined, although potentially unknown 
fashion.  The response R will have an impact on the environment, which can be described by using an impact 
matrix I.   The impact matrix itself will of course be a function of the response and the environment: 

I = I ( E, R). [3] 

 
Figure 2: Mathematical Model of the IAA System 

We are now in a position to draw a system block diagram for the IAA as shown in figure 2 that describes the 
total impact and interaction of the IAA with its environment.  The system shown in figure 3 contains the weight 
matrices W1, … , W5, which are added here solely for purposes of demonstration and discussion and this 
diagram also considers the fact that the environment in itself is a closed loop feedback system.  Upon close 



examination of figure 3 it can be seen that the system resembles a conventional control system if the weight 
matrices W1, ... ,W5 are zero weights: 

W1 = W2 = W3 = W4 = W5 =0. [4] 

 

 
Figure 3: Complete Mathematical Model of the IAA System with Added Weights 

A conventional control system or regulator is clearly not considered an IAA.  Thus, it follows that the two 
feedback mechanism containing the above weight matrices must be the elements that define the autonomy and 
the intelligence of the agent: 

- the ability to modify the control system’s control objective; and 
- the ability to modify the control system’s measure of performance. 

Thus, it follows that an IAA must be able to pursue more than 1 control function or strategy and that the system 
will be able to ‘decide’, which control functions and/or strategies it will perform and to which extent (weight).  
The IAA must also be able to measure its performance and to adjust its performance goals and control functions 
and/or strategies in response to its actual performance.  If these two criteria are met by the control system then 
we consider a control system to be an IAA.  Thus, the IAA is simply a more general form of a control system 
and thus it appears that much of the mathematical framework that has been developed for conventional control 
systems can be expanded to be applicable for the control of IAAs. 

It should also be noted that many of the existing definitions for the IAA do not conflict with the definition 
developed here.  Terms such as ‘social interaction’, ‘common goal’, etc. can be accommodated since the 



environment provides for such ‘social interaction’ and the combined results of all IAAs can be interpreted as the 
global result and the combined effort as the ‘common good’.4  

However, the above terms and definitions allow us to objectively and quantifiably determine if a particular 
algorithm, architecture or technology is capable of fulfilling the requirements in order to be an IAA.  While 
these definitions can be used to prove that the underlying technology can be used to construct an IAA the 
converse is not implied: the mere implementation of a technology that can be used to construct an IAA does not 
imply that the resulting control system will be an IAA, but it merely implies that it can be an IAA. 

 

3 Analysis of Selected AI Technologies 
The motivation for deriving definitions that allow to determine, whether a particular algorithm or technology 
can be used to construct an IAA is the authors’ focus on exploring emerging AI technology for use in an 
intelligent, autonomous robots. 

The authors’ research is currently focusing on three different AI technologies: the Delayed Pointer Networks 
(DePo), the electronic learning evolutionary model eLEM and the BrainChild technology. 

 

3.1 The Delayed Pointer Network 
The Delayed Pointer Neural Net (DePo NN)5 is based on a Collect and Distribute Neural Net (CoDi) model. In 
theory, this technology allows one to construct highly adaptable, stable, self-learning ‘brain’ structures.  
Unfortunately, this technology has only been simulated so far, and its usefulness has not yet been demonstrated 
in any practical application.  However, with modern FPGA technology, i.e. the Xilinx Virtex2 family, it is 
possible to implement very large DePo nets at a reasonable cost for practical evaluation.  The research of Hugo 
de Garis indicates that it is possible to construct practically useful evolvable neural nets with as little as 1000 
nodes, although the actual number required for an ‘intelligent’ robot may well be over 100k nodes.  Yet, the 
technology required to implement the DePo NN is available ‘off-the-shelf’ and the required algorithms have 
already been developed and analyzed. 

The DePo NN is an evolvable structure that has the ability to adapt.  The network evolves in accordance with 
given performance criteria.  The evolutionary mechanism evaluates the network’s performance in regards to this 
measure and tries to improve its performance in relation to the defined measure. 

The first condition for a technology to be suited as a building block for an IAA is that the control system can 
modify its control objective.  Yet, the objective function is programmed into the DePo network can therefore 
not readily be modified. 

The second condition requires that a technology must be able to modify the control system’s measure of 
performance and once again this measure of performance is programmed into the implementation of the DePo 
network.  While it may be possible to redesign the DePo network on the fly and then use the modified 
implementation for the control of the IAA the authors doubt that this would be a feasible, reliable approach. 

Thus, there appears to be no inherent means to allow the network to arbitrarily modify its control objective nor 
its measure of performance and thus at first glance it would appear that the DePo NN is therefore not a suitable 
technology to implement an IAA.   



 
Figure 4: Block Segmentation of an Objective Function to Meet the Minimum Requirements for the IAA 

However, it is possible to implement several different control objectives and for each of these objectives several 
measures of performance calculations with subnetworks that use the DePo NN as shown if figure 4, where each 
of these subnets for the different objectives and measures of performance are assigned a weight that the system 
can modify, then, as long as it is possible for the system to modify the measure of performance the conditions 
set forth in the previous chapter, the total minimum requirements are met and such an implementation with 
DePo subnets meets the minimum requirements to be an IAA.  Once again it must be noted that this only 
implies that the technology may be capable to serve as the core for the implementation of an IAA and that a 
successful implementation is not automatically guaranteed.   

 
Figure 4: Proposed Block Diagram of the IAA with DePo Technology 



It is also not necessary that each subcomponent of the control system can modify the measure of performance 
individually, but rather that the capabilities exist.  In fact the authors speculate that in most instances a separate 
subsystem will be constructed that will have the task to modify the system’s measure of performance as shown 
if figure 5. 

To illustrate some of these concepts it may be useful to consider the task that we have defined can only be 
accomplished by an IAA: locate a ball in an unknown environment and place it in a bucket.  Normally, the IAA 
would attempt to locate the ball, move towards it, pick it up, move towards the bucket and then place the ball in 
the bucket.  In addition we stipulated that the robot will not be programmed to accomplish this task but merely 
be guided to pick up balls and place them in buckets in different scenarios and thus learn to perform this 
objective.  Even if the robot would be able to ‘learn’ this objective by repeated inputs we would hardly consider 
it an IAA if it simply followed this pattern.  Let us consider the case where the target, the bucket, can not be 
reached directly by the robot.  Then the IAA would have to resort to alternate means to accomplish its objective, 
such as to throw the ball in the bucket and make sure that is stays there or to try to get the bucket, move it to a 
different location and then place the ball into it.  Thus, the change in the objective would be for example to 
learn how to throw the ball in the bucket, without it bouncing out, or how to reach the bucket, i.e. hit it with a 
rock so it move to a location where it can be reached.  The measure of performance is also likely to change in 
this scenario.  In most instances you would try to reach a position close to the bucket, whereas if you throw the 
ball you would want to try to reach a position where you can throw the ball at a trajectory that will minimize the 
likelihood for the ball to bounce out of the bucket. 

In theory it would be possible to have different sections of the IAA’s (electronic) ‘brain’ that would be able to 
perform the respective functions, i.e. calculate a trajectory for throwing the ball, and then add variable weights 
that could be controller by another section of the ‘brain’, which itself could be a DePo network or more likely a 
hybrid of different technologies. 

 

3.2 The electronic Learning Evolutionary Model 
The electronic Learning Evolutionary Model (eLEM)6 was developed by Professor Ryszard Michalski of 
George Mason University aims to evolve complex systems, such as a recurrent neural network circuit module in 
real time.  LEM uses a concept learning approach taken from the field of machine learning.  The highest fitness 
chromosomes in the evolving population are considered to be ‘+ve examples,’ and the lowest chromosomes are 
considered to be ‘-ve examples.’7  Concept (classification) rules are discovered (using the second author’s ‘AQ’ 
algorithm, 8,9 which match the positive examples and reject the negative examples.  These concept rules are then 
used to generate chromosomes for the next generation.10  Empirical tests show the hundreds to thousands of 
times speed up,11 which makes them practical to be considered in a real time implementation. 

The eLEM is again a structure that can evolve and adapt.  As was the case with the DePo NN the eLEM 
algorithm has an internal measure of performance that guides the evolution.  Thus, once again the 
considerations that were raised for the DePo NN are applicable to the eLEM algorithm.  However, the speed of 
the evolution of the eLEM appear to be considerably faster and it also appears that the performance of the 
eLEM algorithm is more efficient, that is it requires fewer elements than the DePo NN to achieve a similar 
performance in accuracy of the evolution. 

The author’s current research focuses on whether there are differences between the eLEM and the DePo NN 
algorithms that would differentiate their respective performance in the individual sections that relate to the 
various subtasks that the ‘brain’ needs to perform.  The authors are currently in the process to implement eLEM 
and DePo algorithms in hardware to gain more applicable insights into the performance and the differences 
between these technologies. 

 



3.3 The BrainChild Technology 
The BrainChild technology12 has been developed by private industry with the help of George Holling.  
BrainChild is a theory that explains cognitive processes rather than a specific hardware implementation.  
Computer simulations have shown that implementations of BrainChild on a conventional PC can ‘understand’ 
written text and respond ‘intelligently’ to questions about the stories that it has ‘read.’  The capabilities of 
BrainChild are not limited to written texts but can be expanded to include speech and other patterns.  Past 
implementations of BrainChild were based on flexible, variable size networks that were implemented in 
software on an ‘off-the-shelf’ personal computer (PC).  These implementations featured up to several 100k 
nodes and the response times, when simulated on a PC, are believed to be fast enough for applications in an 
‘intelligent’ robot that can operate in unstructured environments.   

Unlike the previously discussed technologies, that evolve in accordance with predefined performance criteria, 
the BrainChild technology will automatically modify its performance criteria as its information content P 
changes.  The BrainChild technology further has no preset measure of performance rather it continuously 
determines possible course of action and selects those of highest priority, where the relative priority is a 
function of the information vector P as well as the system state S.  Thus, the system continuously adjusts the 
measure of performance. 

The BrainChild technology therefore does at least in theory meet the minimal criteria required in order for a 
technology to be a building block for the implementation of an IAA.  Based on the authors’ experience with this 
technology it appears very likely, however, that a practical implementation would also consist of different 
sections within the (electronic) ‘brain’, where each section has a slightly different internal structure and 
performs different functions.   

Once again it should be noted with caution that we can only conclude that the above technologies may potential-
ly be of use for the implementation of an IAA but that merely meeting the basic requirements does not imply 
that these technologies can be used to construct an IAA. 

 

4 Conclusion and Outlook 
The discussion in this paper has attempted to give an objective, qualifiable definition for what feature constitute 
an Intelligent, Autonomous Agent (IAA).  These definitions were then used to evaluate three different artificial 
intelligence (AI) algorithms that the authors are researching: the Delayed Pointer Neural Net (DePo NN), the 
electronic Learning Evolutionary Model (eLEM) and the BrainChild technology. 

The first two, the DePo NN and the eLEM, do not meet the minimum criteria that were established in the 
elementary form.  However, if multiple sections of either technology are combined in a suitable topology then it 
is theoretically possible to construct a ‘brain’ that meets all the requirements of an IAA.  In contrast, the 
BrainChild technology does meet the required criteria in its basic form, however, the authors’ experience 
suggest that a topology of BrainChild sections with separate functionality might perform better. 

These conclusions suggest that the ‘best’ structure for the control of an IAA mimics that of the human brain 
where it is now believed that there are regions that perform certain tasks, such as speech etc.  Once again it 
appears that the evolution that has taken place in nature has defined and evolved in the most efficient structure 
even though other alternatives might have succeeded in a less optimal fashion. 

The analysis has shown that these technologies have the potential to be used to implement an IAA, however, we 
have not been able to conclusively prove that this goal can be successfully accomplished by using these 
technologies.  The authors have merely been able to conclude that it appears worthwhile to continue the 
research of these technologies. 



The research will continue and attempt to construct an IAA using these technologies and to gain practical 
experience.  The results of this ongoing research are expected to be the subject of future publications. 
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