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Abstract: This paper introduces a new mutation 

method in Evolutionary Algorithms called “Softmax 

Mutation”, based on a Gibbs or Boltzmann probability 

distribution. Comparative experimental runs with a 

traditional genetic algorithm showed it to be a better 

alternative to the standard blind genetic operator of 

random mutation. The advantages of this method are 

not restricted to its faster evolution (namely a three 

fold speed up). It also impacts positively on evolvability.  

 

1.   Introduction 

         Controlling the evolutionary velocity and the 

evolvability of a learning machine have long been 

important topics in the field of evolutionary computation. 

For example,  the building of multi-module neural 

networks, e.g. de Garis (1997), has motivated engineers 

and researchers engaged in such fields to seek ways to 

achieve ever greater evolutionary speeds. This is 

particularly the case when the tasks are software-based, 

using mono-processor PCs. Several authors have already 

investigated improvements in evolvability using runtime 

mutation rate adjustment, or chromosomal representation 

choice, e.g. Agapie (2001), Altenberg (1994), Gunter and 

Altenberg (1996).  

 

        However, complex structures, such as those resulting 

from the evolution of neural networks, impede an 

analytical approach to the optimized use of genetic 

operators. Nevertheless, this paper attempts to substitute a 

new mutational method to replace the traditional blind GA 

mutation operator, to enhance both evolution speeds and 

evolvability. 
 

Evolved neural networks or “GenNets” (de Garis, 

1990a and 1990b) combine neural networks (Rumelhart et 

al., 1986) and genetic algorithms (Holland, 1975, and 

Goldberg, 1989). Typically, in the evolution of GenNets, 

an elitist strategy is employed to preserve the best 

chromosome evolved so far, and blind random mutations 

are applied to the chromosomal bit-strings. Normally, 

GenNet evolution uses only the mutation operator, 

because the crossover operation proved to be 

counterproductive. As is usual with GAs, evolutionary 

acceleration diminishes as the number of  generations 

increases, i.e. d2f/dt2 < 0.0 where f is the fitness value. The 

aim of GAs of course is to maximize the value of f.  

 

Our research group is strongly interested in 

maximizing evolution speed, so we became interested 

when we learned of the existence of a recent approach 

developed by Michalski (2000) called “LEM”, which uses 

a classification algorithm (i.e. a concept learning 

algorithm) called “AQ” (Michalski, 1979) to accelerate 

the evolutionary speed of evolutionary algorithms. LEM 

substitutes AQ learning for random mutation, i.e. the 

chromosomal bits in the next generation are determined 

from the classification rules generated by AQ in the 

previous generation. In any generation the chromosomes 

are ranked according to their fitnesses. The top few are 

chosen to belong to the “+ve group”, and the bottom few 

are chosen to belong to the “-ve group”. AQ then finds a 

classification rule that matches all the chromosomes in the 

+ve group and does not match those in the -ve group. This 

rule is then used to generate chromosomes in the next 

generation that match the rule. 

 

In this paper we pursue a similar approach, by using 

a mutation rule that is probabilistic.  
 

 

2.  The “Softmax Mutation” Method 
 

Instead of using a standard GA random mutation operator, 

we employ a Gibbs or Boltzmann probability distribution 

to calculate the probabilities of the state bit for the next 

generation. This works as follows -  

 
A) The first step is to rank the chromosomes according to 

their fitness values.  

 

B) Take the top n chromosomes as positive examples and 

the bottom n as negative examples. This part of the 

operation is identical to the LEM approach (Michalski, 

2000). For each bit position in these extreme examples, 

count the numbers of bit states, by denoting the number of 

0s or off states in the positive and negative examples as 

N0(pos) and N0(neg) respectively, and by denoting the 
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number of 1s or on states in the positive and negative 

examples as N1(pos) and N1(neg) respectively.  

 

C) Using the above 4 parameters, the probabilities for 

reproduction are calculated as follows. 
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where Pr(1) is the probability in the next generation of 

chromosomes that a particular bit position will have a 1 or 

on state. Pr(0) can be computed in the same manner, but it 

is simpler just to take the complement of Pr(1), i.e. Pr(0) = 

1.0 – P(1). The Gibbs or Boltzmann probability 

distribution uses the natural exponent as the base for each 

term. Here, we use a parameter ε > 1.0 instead of e. This is 

useful, because by changing the value of ε, we can 

influence the evolutionary speed or the evolvability. Note 

that the differences in the numbers are divided by the 

number of positive or negative examples (n) in our model. 

This is analogous to the use of the “temperature” 

parameter T in “simulated annealing”. 

 

To illustrate the above ideas, we now provide a 

concrete example. Suppose the chromosomes have already 

been ranked according to their fitnesses, with the top three 

and bottom three marked as shown in Figure 1. In this 

case, the leftmost bit position has N0(pos) = 0, N0(neg) = 2, 

N1(pos) = 3, and N1(neg) = 1. With the assumption that ε = 

2, these parameters generate Pr(1) = 0.7159 and Pr(0) = 

0.2841. Similarly, the second leftmost bit position 

generates Pr(1) = 0.2841 and Pr(0) = 0.7159. An 

interesting case is the third leftmost bit position, where 

Pr(1) = Pr(0) = 0.5 results. This is reasonable since it is 

ambivalent about which value (i.e. 1 or 0) would improve 

the fitness, considering the fact that the value 1 totally 

dominates both the positive and negative examples.  

 

In general, a larger value of    leads to a biased 

selection of the dominating bit state. One feature of this 

method is that it never generates probabilities of 1.0 nor 

0.0. This is where the term “soft” comes from. For 

example, even if 1s or on states dominate all positive 

examples and 0s or off states dominate all the negative 

examples, P(0) will still be greater than 0.0, allowing a 

small probability for the alternative state to occur. This 

approach contrasts with the traditional GA blind mutation 

operator approach in which  P(1) = P(0) = 0.5 

 

Before the “Softmax mutation” is applied, half of the 

better examples are cloned to replace the other dead half, 

just as in a “standard” GA. (In our traditional GA, we 

threw out the lower half of the chromosomes with the 

lower half of ranked fitness values). The number of 

chromosomes in the next generation that will be mutated 

(using the Softmax rule) is a strategy decision in the 

algorithm. However, it is wise to observe the general 

principle of preserving the best species unchanged in the 

current generation. For example, all of the n positive 

examples could be left unchanged (unmutated). For those 

chromosomes that are to be Softmax mutated, the 

probability of this occurring is defined in the same way as 

with a traditional GA, namely a predetermined percentage 

(e.g. 60%) of the mutatable chromosomes will have the 

mutation applied to them. Note the distinction between the 

probability of applying the Softmax mutation and the 

probability of applying a bit-wise mutation (i.e. flipping 

the bit wise state from on to off or vice versa).  

3.   Description of the Experimental Model 

The Softmax mutation rule described in the previous 

section was applied to the evolution of the behaviors of 

neural networks. The essential idea of the Softmax 

approach is similar to that of  the GenNet model, except 

that traditional blind random mutation is replaced by  the 

Softmax mutation. By making an analogy with the neuro-

physiological theory of Hebb (1949), a sub-field of the 

chromosome’s bit string is associated with the strength 

(usually called a “weight”) of a synaptic connection in the 

network. These weights are used to modulate the signals 

entering a model neuron from other neurons. The strength 

of the signal arriving across a synapse to a neuron is 

multiplied by the synaptic weight. The total weighted 

signal arriving at the neuron is the sum of these weighted 

products (the scalar product of the signal vector and the 

weight vector for the neuron). The weights for all neurons 

in the network are expressed as binary fractions and 

concatenated into a long bitstring. Thus the bitstring 

contains the full information of the weights and hence the 

total network. The bitstring and the network have a 1:1 

mapping. By evolving the bitstring (the chromosome) one 

evolves the behavior of the neural network, whose fitness 

can be measured. 

 

 
Figure 1. Positive and negative examples of chromosomes 

when n = 3. The intermediate population is omitted. 

 



 In this paper, the Softmax-mutation strategy was applied 

to the evolution of a GenNet whose target (i.e. desired) 

output was to be a simple sinusoid of a given frequency 

and amplitude. A random single neuron was chosen to 

receive an external  input of the angle θ. While the other 

N-1 neurons in the network were given a zero external 

input. The GenNet was evolved to give as output (i.e. the 

output signal taken from an arbitrary but fixed single 

neuron) the sinusoidal function sin(θ). The external input 

values ranged from 0 to 2π radians, in steps of (2π /60) 

radians (implying that there were 60 clock ticks per 

oscillation). Note that a clock tick is one loop in the neural 

net simulation, in which each neuron calculates its scalar 

producted input signal, and from that its (nonlinear) output 

signal (which was determined with the formula  

 

Out = 1
1
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where S is the scalar product). The value of Out ranges 

between +1.0 and -1.0. 

 

For each of the 60 ticks (for the full oscillation), the 

difference (squared) between the target value (i.e. sin(θ)) 

and the actual output value, i.e. Out) was calculated and 

summed over the 60 ticks and inverted. This value was 

defined to be the fitness of the circuit. 
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To evaluate the performance of our Softmax mutated 

GenNet, we employed the same GA parameter values as 

for a traditional GenNet evolution, as well as the same 

fitness definition.  

 

 the number of chromosomes (50) 

 the fitness definition (i.e. the inverse of the sum 

of the squared errors) 

 the number of bits per weight (1 bit reserved for 

the sign, + or -, and 8 bits for the binary fraction). 

 

The values contained in the above parentheses were those 

used in our experiments. For the traditional GenNet 

evolution, we used a runtime, self adjusting, mutation rate 

adaptation algorithm called “MEV” (Maximum 

Evolutionary Velocity). The mutation rate was modified 

on-the-fly to maximise evolutionary speed. The result of 

this traditional GenNet evolution then became the basis of 

comparison to see how much faster the Softmax mutation 

approach would be.   

4.  Experimental Results 

This section describes the comparative experiments we 

undertook to see how much greater the evolution speed 

could become using the Softmax Mutation algorithm.  The 

same GA parameters as mentioned above were used for 

both sets of experiments.  

 

For the Softmax mutation algorithm based evolution, the 

mutation rate was fixed at μ = 0.0005. These Softmax 

experiments were run with five different values of ε, 

namely 1.5, 2.0, 2.5, 3.0, and 3.5. The traditional GenNet 

evolution experiments were run  
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with four different values for the initial mutation rate μ0 of 

0.05. 0.005, 0.0005, and 0.00005. Figure 2 shows the 

growth of the fitness values (vertical axis) over time 

(number of generations) for the two types of GenNets, for 

a total of 1000 generations. It is clear from this figure that 

the Softmax mutation GenNet evolution speed is 

obviously greater than that of the  traditional GenNet 

evolution, no matter what the mutation rate used initially 

by the latter. 
 

 
Figure 2. Trajectories of fitness for softmax 

 

 



4.1    Traditional GenNet Evolution Results 
 

The fitness value trajectories of the traditional GenNet 

evolution experiments are drawn with thinner lines in 

Figure 2. Over 1000 generations, the traditional GenNets 

failed to reach a fitness value of 1.0, with any of the initial 

mutation rates. The best fitness value at the 1000th 

generation  f(1000) was for the case when the mutation 

rate was μ0 = 0.0005, with the second derivative  

d2f(1000)/dμ0
2 being negative. This implies that neither 

very small nor very large values of μ0 can maximize the 

final fitness value in the limited number of generations. 

This is shown by the fact that the two  experiments with μ0 

= 0.05 and μ0 = 0.00005, did not compete with the other 

two experiments. Hence it is likely that the mutation rates 

of μ0 = 0.005 and μ0 = 0.0005 are the best initial choices. 

None of the four experiments reached a fitness value 

above 1.0. 
 

The above results remind us of the “logarithmic” 

nature of the fitness curves of the blind genetic operator 

experiments. With df/dt close to zero in the final 

generations, the traditionally evolved GenNets suffered 

from slow evolutionary speeds well before they reached  f 

= 1.0. In fact, it was only after 1914 generations that the 

best performing traditional GenNet reached f = 1.0. 

 

4.2   Softmax GenNet Evolution Results 
 

The fitness trajectories of the Softmax GenNets are shown 

in bold lines in Figure 2. In contrast with the traditionally 

evolved GenNets, the Softmax mutation GenNets evolved  

both faster and better (i.e. with higher absolute fitness 

values), i.e. they had a greater evolvability. While the two 

groups of curves (i.e. traditional and Softmax) generated 

similarly shaped fitness curves  for the first t = 100 

generations, the two sets then diverged sharply, with the 

Softmax curves showing a sudden increase in evolutionary 

speed. This acceleration is visually characterized by the 

very steep slopes in the t = 200-400 region. The Softmax 

GenNets exhibited steeper “S curves” than those of the 

traditionally evolved GenNets. The evolution speed of the 

former was driven so high, that all 5 Softmax experiments 

(with differing values of ε), had their fitness curves pass 

the f = 0.8 value within t = 501 generations, whereas the 

traditionally evolved GenNet with the best performance 

did not achieve this until t = 686. All of the Softmax 

GenNets, except for the case of ε = 1.5, attained a fitness 

value of f = 1.0 within 1000 generations, and the fastest 

Softmax case did this at t = 608. Noting that the fastest 

evolving traditional GenNet reached the f = 1.0 mark at t = 

1914, the Softmax GenNet can be said to be more than 

three times faster at reaching this particular value of f. If 

the target value of f had been set higher than this, the 

difference in the evolution speed  between the traditional 

and the Softmax GenNets would have widened further.  

 

Note also that the evolution speed (a.k.a. 

evolutionary velocity)  df/dt did not diminish much even 

after they passed the  f = 1.0 mark, especially for when ε = 

3.5, 3.0, and 2.5. This further illustrates the superior 

evolvability of the Softmax GenNets when the target value 

of f is set higher. 
 

4.3   Summary and Future Experiments 
 

It is clear from Figure 2 that the Softmax GenNets evolve 

both faster and better (i.e. with higher absolute fitness 

values). In the traditional GenNet evolution, the initial 

settings of the mutation rates are not biased, because 

d2f(1000)/dμ2 < 0 and the maximum f(1000) appears with 

μ = 0.0005 (approximately). As the generations pass, the 

fitness level gap between the two types of GenNets will be 

increased, thus emphasizing the increasing difference in 

their evolvabilities. 

 

As discussed above, the advantages of the Softmax 

GenNet evolution can be found not only in its faster 

evolutionary velocity, but also in its controllability of 

evolutionary velocity. From Figure 2, the evolvability in 

the early phase (e.g. in the t = 0-400 range) is greater for 

smaller values of ε such as 2.0 and 2.5. But this will be 

reversed by t = 600, at which time, the greater values of ε 

drive the GenNets to greater f values and to greater 

evolutionary velocities.  

 

The reason for this may probably be explained by 

making an analogy between our Softmax mutation 

approach and with Simulated Annealing. With a larger ε, 

the probabilities will be inclined towards the bit states that 

dominate the positive (preferable) examples. That is, the 

probabilities reflect the states common to most or all of 

the positive examples more strictly or more exclusively. 

While a larger mutation rate, combined with lower values 

of ε, work well during the early phases, later, ε should be 

larger, so that a more accurate weighting or bias towards 
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the positive examples is applied to the mutation. Having 

found the correlations between ε and the timing for higher 

evolvabilities, one might be tempted to adjust the ε value 

during an evolutionary run. Let ε at t be defined by a 

function ε = g(t) such that dg = γε dt, where γ is the update 

rate. For example, by substituting 0.0006 for γ and using 

2.0 as ε0, the value of ε at t = 1000 will be 3.64. The 

fitness curve of the Softmax GenNet using this sort of 

evolvability control will approach an upper bound that lies 

above all the curves in Figure 2. One can instead use 

linear update rules if appropriate. This feature is another 

advantage of the Softmax mutation method. 

5.   Conclusions 

Instead of using a blind random mutation operator in our 

GenNet evolution, we used the “Softmax mutation” 

algorithm, which is a modified form of the Gibbs or 

Boltzmann probability distribution. As a result of our 

experiments and comparative analysis, we concluded that 

the Softmax mutation method is a better alternative. Using 

an understanding of the correlations between the 

parameters taken in the Gibbs or Boltzmann probability 

distribution and the timing of the greatest evolvability, 

one can exert runtime control over the evolutionary 

velocity or the evolvability.  

 

The techniques introduced in this paper should 

benefit those applications that involve large numbers of 

parameters, or, for example, when many interconnected 

genetic neural networks have to evolve simultaneously, as 

would certainly be the case if millions of them had to be 

evolved. It would be impractical to have to evolve each 

one separately, with human beings specifying the fitness 

definition of each network one by one. 

 

The motivation for working on this Softmax 

mutation approach derived from our  dream of building 

artificial brains containing a very large number (e.g. 

100,000s) of evolved neural network circuit modules. 

Unless it is possible to increase evolvabilities and 

evolution speeds significantly,  this dream will never be 

realized. Of course, the application of this Softmax 

mutation approach is not restricted to the evolution of 

GenNets, but should be relevant to any application that 

takes large amounts of evolution time. 

 

Genetic Algorithms, GAs  (Holland, 1975) have now 

become so influential, that thousands of researchers and 

engineers around the world have adopted them to many 

applications. At the same time, these researchers have 

suffered for decades from the slowness of evolutionary 

speeds. We hope that the Softmax mutation algorithm 

presented in this paper may help reduce some of that 

evolutionary slowness. As reported in section 4.2, the 

Softmax mutation algorithm sped up evolution by a factor 

of three over the traditional blind mutation approach.  
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