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Abstract 
 

For a decade, the second author has 

been dreaming of and working towards 

building artificial brains that consist of 

tens of thousands of evolved neural net 

circuit modules that are assembled 

according to the designs of human brain 

architects (BAs). The bottleneck with this 

approach is the slow evolution time of the 

modules (using software techniques in 

PCs). However, using Michalski’s 

machine learning based evolutionary 

algorithms, such as “LEM (Learnable 

Evolution Model)” [2], the usual evolution 

time (for certain categories of 

applications, e.g. mathematical function 

optimization) can be reduced by a factor 

of hundreds. The authors hoped that this 

breakthrough would allow neural net 

modules to be evolved far more quickly.  

Unfortunately, it appears that the LEM 

approach does not work well with the 

evolution of dynamic neural nets. This 

may be due to a combinatorial explosion 

of attribute-variable pairs arising during 

the machine-learning mode that poses a 

problem during the evolution of dynamic 

signals. 
 

 

1.  Introduction 

 
As the abstract states, concept learning (a well 

known machine learning algorithm) as used as 

part of the LEM algorithm [Michalski 2000], 

accelerates the solution of mathematical function 

optimization problems. In this paper we report 

on our attempt to use the same LEM approach to 

evolve neural net modules, to see whether the 

same degree of evolution acceleration that occurs 

with mathematical function optimization would 

also occur with the evolution of neural networks. 

We were interested in this possible acceleration, 

because we want to evolve thousands of neural 

network modules to be able to interconnect them 

to build artificial brains. 

 

This paper introduces a comparative study of the 

evolution speeds using conventional genetic 

algorithms VS. a LEM approach. These two 

approaches were applied to various categories of 

problems, including mathematical optimization 

problems, and the evolution of neural network 

modules. 

 

Over the past few years, several researchers have 

devised new evolutionary algorithms that can be 

hundreds of times faster than the usual blind, 

genetic-operator based variety that we have been 

familiar with for decades. For the authors of this 

paper, the hope was that these new algorithms 

might make it practical to evolve neural network 

circuit modules in minutes rather than many 

hours, thus rendering the task of building 

artificial brains containing hundreds or 

thousands of these modules, quite practical and 

with minimal resources, i.e. using ordinary PCs.  

 

This paper analyses the use of the LEM 

algorithm as applied to the evolution of neural 

networks, and discusses possible reasons behind 

its failure to accelerate the evolution. 

 

The remainder of this paper consists of the 

following sections. Section 2 describes how 

genetic algorithms can be applied to the 

evolution of neural net and mathematical 

function optimization problems. Section 3 

describes briefly the concept-learning algorithm 

“AQ” that LEM uses. Section 4 describes the 

evolution of neural nets using the AQ/LEM 

algorithm. Section 5 presents comparative 

empirical work showing the difference in levels 
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of accelerated evolution when applying LEM to 

mathematical function optimization and to neural 

net evolution. Section 6  analyses the results of 

the previous section and summarizes. 

 

 

2. Applying Genetic Algorithms to 

Mathematical Function Optimization 

and Neural Network Evolution. 
 

The Genetic Algorithm (GA) is based on the 

principle of “survival of the fittest”, imitating the 

way that biological creatures have adapted to 

their environment over billions of years. Genetic 

Algorithms can be used successfully to solve 

computational optimization problems when often 

traditional methods fail due to the very large size 

of their search spaces. GAs are basically search 

algorithms that probe into the solution trees of 

problems. These algorithms don’t have any 

particular direction when searching for an 

answer, and so may not always provide us with 

an optimum solution. However for optimization 

and evolutionary problems, near optimality is 

often considered adequate. Not having a clear 

search direction is often an advantage of the GA, 

if the accuracy of the solution is not primary. 

Unlike traditional search methods that traverse 

the depths of the tree until it reaches a solution or 

the leaf, genetic algorithms can jump from one 

branch of a tree to another, if it observes that the 

direction it has taken is no longer valid. The 

direction taken is determined by a special error 

calculating function. 

 

Many papers have been published on using 

genetic algorithms for computational and 

evolutionary problems.  In the case of neural 

network evolutionary problems such as curve 

tracing or  pattern detection, the solution tree can 

be viewed as a binary tree where the nodes are 

either 1 or 0. GA’s have many solution trees. 

However the search space is defined by the 

initial population of possible solution strings and 

the number of times this algorithm is run on the 

problem set. Quantitative problems have solution 

trees just as do the evolutionary problems, except 

that the calculations performed on the nodes of 

the solution trees are different. 

 

The second author, in his PhD thesis [8][DT], 

explains clearly the evolutionary issues 

concerning the evolution of solutions to 

mathematically analyzable problems that are 

fairly simple, as well as with hyper complex 

systems such as the evolution of human level 

intelligence. One of his applications was the 

evolution of the behaviors of an artificial 

creature called LIZZY, which was controlled by 

neural net circuit modules that were evolved 

using genetic algorithms. This was an early 

model of an architecture of artificial neural 

network modules that had direct application to 

prototyping an artificial brain. Since then, 

several different models of these neural networks 

have been designed, each having a special 

capability in evolving certain artificial brain 

behaviors. However, no single neural network 

model was found that could be evolved to 

display multiple complex behaviors of a human 

brain. It is well known that genetic algorithms 

can be used successfully to evolve solutions to 

optimization problems. However, that is not our 

primary interest in this paper. Here our main goal 

is to research new types of GAs suitable for rapid 

evolution of neural network circuit modules to 

be used in their 10,000s for building artificial 

brains and other hyper complex systems. 

 

It is human nature to learn from mistakes. This 

emphasis on learning is the primary impetus 

behind Michalski’s work to design genetic 

algorithms that have a learning capability. His 

ideas can be found at [6][MRS]. A 

“classification rule” based algorithm is used to 

equip the genetic algorithm that is used to solve 

mathematical optimization problems. This 

reduces the time taken to get to the near optimal 

solution. Using this basic idea, we tried to give 

neural networks a learning (NNL) capability to 

solve evolutionary problems. However, based on 

the experiments reported on in this paper, it 

appears that this attempt was a failure, which is 

disappointing and perhaps puzzling as to why it 

failed. The evolution of neural networks using a 

GA that did not use a learning based method 

proved to work as efficiently as one that did. 

 

This paper attempts to explain why concept 

learning based GA’s succeeded in accelerating 

the evolution of solutions to mathematical 

optimization  problems, but failed in most cases 

to generate any acceleration when applied to the 

evolution of recurrent neural networks. 

 

2.1 Evolving Mathematical Optimization 

Solutions and Neural Network Modules 

 



A clear distinction can be made when evolving 

solutions to mathematical optimization problems 

and when evolving neural network modules.  

 

Examples of categories of neural networks that 

can be evolved include :- pattern detectors or 

curve tracers. They can both be time dependent 

and the neural network has to be trained over a 

given time period for many generations so that 

the connections (the weights) are evolved 

properly. 

 

The fitness value of the evolution is usually a 

function of how closely the evolved output 

signal of the neural network matches some 

desired or target output curve. If this target curve 

is time dependent, then the target value at each 

clock tick is usually different. However it is also 

possible that the target signals over the time 

period in which the fitness is measured, remain 

constant. The complexity of the evolution 

depends on the mapping of the input signal to 

output signals. If the output target signals are 

time dependent, then the evolution is inherently 

more complex. 

 

 In contrast to the above time dependent output 

target signals, mathematical optimization 

problems tend to be a lot more “static”, i.e. the 

mathematical function to be optimized usually is 

time IN-dependent and hence probably a lot 

easier to evolve. 

 

On the other hand, with mathematical 

optimization problems the desired optimum 

value is often unknown, so that the decision as to 

when to terminate the evolution of the solution 

can be somewhat subjective. In a manner of 

speaking one can say that mathematical 

optimization problems are solved rather than 

trained. In section 5 we will see some examples 

of this.  

 

 

3. The AQ Algorithm 
 

The quantity of human knowledge is vast and is 

acquired through experience. Knowledge is 

usually does not remain constant. However, we 

restrict ourselves to a small domain and try to 

develop the intelligence to solve a problem in 

that domain.  Gaining this intelligence is aided 

by obtaining a suitable knowledge representation 

of the problem and then experimenting with it. 

This idea has been one of the themes of many AI 

research projects, an approach that can be 

classified as “symbolic AI”. 

 

Knowledge representation features strongly in 

the specialty of “expert systems”. The 

knowledge is classified under certain rules, based 

on the attributes of the domain. These rules then 

form the basic format upon which one can 

experiment with the knowledge. Concept 

learning for example, is the acquisition of 

intelligence about the knowledge domain. In 

machine learning this can be done by generating 

classification rules. This suggests that certain 

attributes of the domain have to be observed to 

make rules that guide decisions about the 

domain. For example, a simple classification task 

would be identifying points in a X-Y graph that 

lie in the third quadrant. Assuming the attributes 

x and y for this domain, a simple rule would be x 

and y both have to take negative values.  

 

More complex problems can be tackled by 

having numerous attributes which define certain 

aspects of the domain. The concept learning 

algorithm called “AQ” (i.e. concept AcQuisition) 

[7] [LEM] is one such algorithm that tries to 

generate such rules taking all the attributes into 

consideration. This algorithm at its simplest can 

be used to define sets of rules to differentiate two 

different groups in that domain. The algorithm 

begins with two groups of  samples pre-

classified into positive and negative examples 

based on some criterion. It then tries to study the 

differences of the each positive example relative 

to all the negative examples. AQ begins by 

taking one positive example and generalizing its 

symbolic description by extending the range of 

the values of its attributes. It ensures that no 

negative example is covered under this rule. It 

removes all other positive examples that can be 

covered by the rule. The algorithm continues 

with those positive examples that are not covered 

by the rule. 

 

A pseudo code of this algorithm is given below. 

Rule-list = {} 

P = set of +ve examples 

N = set of -ve examples 

Repeat until P is empty: 

Choose randomly an example p from P 

Generate STAR({p}|N), i.e. a list of maximally 

general conjunctive descriptions, which match p 

but none of N 

Choose the best element b of STAR({p}|N). (b is 

the shortest, simplest rule) 

 Rule-list: = rule-list  U b 



 Delete all p from P covered by b 

 

The disjunction of all elements of rule-list is the 

final rule set. By generating the classification 

rules the system is able to differentiate between 

the tow sets of domain samples.  

 

This ability forms the basis of a learning 

capability in genetic algorithms. This was 

implemented in the LEM algorithm [7] [LEM]. 
 

 

4. Evolving Neural Networks with 

    LEM/AQ  
 

In this section we discuss the design of the 

LEM/AQ algorithm, especially as it is applied to 

evolutionary algorithms. LEM begins, as do 

most genetic algorithms, by generating a random 

starting population of chromosomes. In later 

generations of the evolution, the chromosome bit 

strings are generated based on heuristics 

established during the evolution process. A 

simple chromosome string can be generated 

through use of a random number generator. The 

number of bits to code the value of the neural net 

weight for each connection between any two 

neurons is decided beforehand. From earlier 

experiments in this study, it has been revealed 

that the algorithm slows down considerably 

when the bit string is too large. An optimum size 

of the chromosomes should be considered, 

taking into consideration the complexity of the 

problem being solved, and the total number of 

connections between the neurons in the neural 

matrix. Our design has 12 bits per connection. 

 

After the chromosomes are instantiated and the 

neural nets are built from their specifications, 

each neural net is fed with input signals. The aim 

is then to evolve the weights so that the input 

signals map appropriately to the output signals. 

Every chromosome has its performance 

evaluated in each generation. An “output” 

neuron is selected randomly in the neural net to 

drive the evolution process. This output neuron 

is the same for all the chromosomes and in all 

the generations. Each chromosome is converted 

into its corresponding neural network, whose 

neural signaling is run for a fixed number of 

clock ticks. This period is used by the neural net 

to map the input signals to the desired output 

signal(s). The output signals from the output 

neuron are recorded for each clock tick. These 

output signal values are used to calculate the 

fitness value of each chromosome. This fitness 

value is typically a measure of the degree of 

matching of the ouput signal with the target 

output signal. For example,  

    for(int t=0;t<ITER;t++) 

   { 

   fitness = fitness + (sigit[i][t]-0.8   )*(sigit[i][t]- 

0.8); 

    } 

   fitnessvals[i] = 1/fitness; 

 

The ITER is the training period value and 

variable ‘i’ represents the chromosome number. 

The variable ‘fitnessvals[]’ array holds the 

fitness value of each chromosome used in the 

algorithm.  After saving the fitness values of 

each chromosome, this array is used to rank the 

chromosomes based on their fitnesses. The top 

half of the chromosomes, in terms of their fitness 

ranking, is considered as the positive examples 

and lower half as the negative examples. The 

elite chromosome is the one with the highest 

fitness at a given generation in the evolution. The 

elite chromosome is saved so that we have the 

best chromosome for future generations.  

 

Up to this point, the procedure has been very 

similar to an ordinary genetic algorithm. 

Henceforth, the AQ concept acquisition 

algorithm starts to play a major role in the 

evolution.  The two sets of positive and negative 

example chromosomes are fed into the AQ 

module of the algorithm, which then studies the 

bit strings in the chromosomes to generate a 

classification rule that matches the positive 

examples but not the negative examples, in 

standard AQ like manner.  

 

The rules take the format of a disjunct of 

conjuncts of binary attribute-value pairs, i.e. each 

attribute represents a bit in the chromosome. The 

particular version of AQ we used for our 

implementation took the following form. For 

every positive chromosome we had ‘n’ rules 

where n is the number of negative examples. 

These ‘n’ rules were then generalized by 

comparing the attributes in all the rules. An 

attribute is considered to play potential role in a 

classification rule if it holds the same value in all 

the rules. We make the ‘n’ rules as generalized 

as possible without losing information. The rule 

structure can be defined as  

 

struct rule_set 

{ 

 int pbits[neuroni][neuronj][BITS]; 



} x[chromosomesize]; 

 

The 3D pbits array represents the binary 

attributes or bits of each weight between all 

neuron pairs (i,j) in the chromosome.  For every 

positive example chromosome we might have 

one or more generalized rules. In a population 

with 100 chromosomes for example,  we might 

end up with 50 positive example chromosomes 

and their comparison with negative example 

chromosomes will yield 2500 combinations 

which are to be generalized as explained before. 

After handling this combinatorial explosion of 

rules, we take the set of rules to generate the 

chromosomes in the next generation.  In the next 

generation, the chromosomes are mutated 

randomly except that we check to see if the 

potential attribute bit is set to the required value 

in the new chromosome. The combinatorial 

explosion is reduced by considering only the rule 

sets that have been generated by the best 2 

positive example chromosomes. We applied the 

simple heuristic that the best chromosome has 

the best arrangement of the bits and gives the 

best performance for the problem and hence 

carries the required best attribute-value pairs. 

However, when mutating, the top half of the 

newly generated chromosomes stack is generated 

by using the first best rule obtained from the first 

best chromosome in previous generation. The 

bottom half of the stack of chromosomes is 

generated from the second best rule obtained 

from the second best chromosome in the 

previous generation. This is done in each 

generation by generating rules from the best 

chromosomes and applying them to create 

chromosomes in the next generation.  

 

This LEM/AQ version was applied to several 

evolution problems and compared graphically to 

see whether the LEM/AQ concept can accelerate 

the evolutionary solution to mathematical 

optimization problems and to the evolution of 

neural network modules. 
 

 

5.  Experiments 
 

The experiments were performed on a recurrent 

neural network for 120 clock ticks in each 

generation on a 1.7 GHz machine. The neural 

network was fully connected, with 25*25 

matrices. The chromosome had 12 bits in each 

weight. The total number of bits per 

chromosome was thus 25*25*12.  

 

 

Maximize f for f(x)= x^2-2x^3+x^4 when 

0<=x<=1     (5.1) 

 

This simple problem was solved using both a 

traditional genetic algorithm (GA) and LEM. 

Both had the same initial mutation rate. The 

LEM algorithm took 3 generations to solve the 

problem and the GA took 8 generations on 

average. The fitness function was f(x) = x^2-

2x^3+x^4. The fitness development graphs for 

the GA and LEM (i.e. the GA equipped with 

concept acquisition) are plotted in Fig. 1. 
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 Fig. 1  Solve roots for x^2-3x^3+x^4-2x^5 

when 0<=x<1  (5.2) 

 

We see clearly from the Fig. 1, that the LEM 

version (AqGEN) reached its plateau of 

performance earlier than did the GA. 
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Fig. 2   Solve for x to minimize the function 

y=((sqrt(900+x*x))/5+(sqrt(x*x-160*x+8000)); 

(5.3) 

 

Fig. 2 shows the comparison of a more 

complex function to be optimized. Y 

minimized is 56.393 when x is at 

71.9344. 
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 The above examples show that LEM/AQ 

outperforms a blind, mutated GA.  

 

The next few examples compare the 

performances of a GA with LEM/AQ in 

attempting to evolve neural nets whose target 

output signals were i) static and ii) dynamic. 

 

The first task was to evolve a static output signal 

value of 0.8 with a constant input signal of 0.5 

being fed to each neuron of the recurrent neural 

network. (5.4) 
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  Fig. 3   GA vs. LEM  for const  output signal 

 
LEM and GA gave the same performance.  The 

output signal was simply tracing 0.8, which is an 

easy target for LEM. The fitness graph is shown 

in Fig. 3.  
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Fig. 4 Evolve the dynamic signal 

sin(2*3.14t/120) when a constant input 0.5 is 

fed to each neuron in the neural network.(5.5) 

 
The fitness graphs in the remaining figures show 

that LEM(AQGA) is slow when dealing the 

evolution of neural nets having dynamic target 

signals. The traditional GA reached performance 

plateaus earlier than LEM. The GA saturated at 

200 generations while LEM was still trying to 

evolve at that generation. 

 

fitness for dynmaic output problem

0

2

4

6

8

10

12

14

16

18

1 31 61 91 121 151 181 211 241 271 301 331 361 391

generations

fi
tn

e
s
s

GA

AQ

 

Fig. 5  GA evolves faster on dynamic neural 

net problems. 

 
The graphs below show the performance of 

neural net with AQ and non AQ at different 

generations. 

 

 



 
 

   Fig. 6  Quality of Evolution at 700 

generations 

 

Fig. 6 shows the quality of the evolution when 

both the algorithms are at 700 generations. This 

shows that the GA had evolved better than LEM 

by that time. Fig. 7 shows that after 10000 

generations, the evolutionary performance of the 

GA was better than for LEM.  
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Fig. 7  GA vs. LEM evolution, 10,000 

generations  

 

 

6. Summary and Analysis 

The experiments in the previous sections show 

that the performance of LEM is excellent when it 

is used to evolve solutions to mathematical 

optimization problems. However, it is not 

competitive with GAs when evolving dynamic 

neural network modules. The relative 

performance varies depending on the problem 

domain. With the optimization problems, LEM 

was better than GA by only a small amount 

when both were tested on problems which 

involved a single variable whose values are 

bounded to exist between 1 and 0. Problems 5.1, 

5.2 and 5.3 come under this category. The 

performance of the LEM was better in both 

cases.  

 

LEM fails to outperform a GA when the task is 

to evolve dynamic neural network modules. In 

Fig. 3 the neural net is evolved to output a 0.8 

signal value for 120 clock ticks. The 

performance of the LEM was a little better than 

the GA but nothing special. The difference was 

only a few generations. The reason why LEM 

evolved in fewer generations than the GA was 

probably due to the fact that the output target 

signal of 0.8 was constant throughout the 120 

clock tick over the generations. 

 

The AQ algorithm in LEM has better chances of 

“understanding” the chromosomes (i.e. making 

rules about them). In Figs.  6 and 7, the neural 

net is evolved to output a sine curve over a 

period of 120 clock ticks. The value of the target 

output at each clock tick varies. The value of the 

sin curve at 0 is 0 and at 90 degrees is 1. The 

target value keeps changing over time.  

 

We suspect that the performance of LEM was 

worse than the GA because the machine learning 

algorithm needs a greater number of generations 

to make inferences on the highly volatile 

chromosome. This is only a hypothesis and 

needs further research. 

 

The performance of LEM vs. GA over 

mathematical optimization problems 

(Quantitaitve) the evolution of neural networks 

(Evolutionary)  is summarized in Fig. 8. 
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         Fig. 8    LEM vs. GA comparisons 
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