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Guest Editorial: Special issue on artificial brains

Now, at the start of the 21st century, there are strong reasons
to believe the time has finally come for the creation of powerful
artificial general intelligences, including ‘‘artificial brains’’ that
incorporate key aspects of human brain structure and dynamics
within digital computer programs. In the last decades, computer
hardware has advanced tremendously, due to Moore’s Law and
associated phenomena, which bring the computing power of
available hardware closer and closer to that of the human brain.
Our knowledge of neuroscience and cognitive science has also
increased dramatically, due largely to advances in brain measure-
ment instrumentation (which have been driven by advances in
computer technology, applied physics and other areas). Addition-
ally, the arsenal of AI and neurosimulation algorithms at our
disposal has improved steadily in both strength and diversity. The
purpose of this special issue is to review some of the recent work
that has been done, leveraging these technological advances
toward the design and creation of artificial brains.

The first two papers, authored by the special issue editors and
their colleagues, give a bird’s eye view of the artificial brains field,
dividing it into two subdomains. First, large-scale brain simulation:
the quest to simulate the internal dynamics and structure of the
brain as well as the overall architecture and behavior. And second,
biologically inspired cognitive architecture (BICA): the creation of
software systems with high-level architectures and processes
analogous to those in the brain, but in some cases utilizing data
structures and algorithms with significant conceptual differences
from their neural analogues. These papers review a sampling of the
leading projects in each of these two subdomains, setting the stage
for the following papers, which present more detailed technical
contributions to the artificial brains field.

The initial review papers reveal a striking diversity of aims as
well as technical approaches in the artificial brains area, and this
diversity is also reflected in the following more technical papers.
Binding together the diverse concepts and systems, however, is a
common spirit and methodology: to figure out, by looking at
specific intelligent capabilities, sensible levels at which to model
the human brain’s functionality and then create its digital
analogues. This is a subtle matter and there need not be a single
right answer, for any particular capability or in general. It may
well be possible to emulate the brain’s capability at, say, audition
or visual recognition or language generation – or holistic general
intelligence – in multiple ways, some involving simulation at a
detailed biological level (e.g. spiking neural networks) and others
involving more qualitative high-level emulation.

Following the introductory papers we have John Taylor’s
contribution, which presents a specific neural net based artificial
brain architecture, and then discusses the potential implications

of this architecture for the consciousness of brain simulations and
artificial intelligence. We then have Henningsen’s lengthy de-
scription of a hierarchical ‘‘network of neural networks’’ artificial
brain model, which connects lower-level brain-simulation-type
dynamics with higher-level cognitive phenomena in a systematic
and thorough way. Emma Byrne’s paper continues the ‘‘cell
assemblies’’ theme, exploring the manner in which cell assem-
blies (such as those posited in Henningsen’s paper, and also in
several of the artificial brain architectures discussed in the initial
survey papers) may carry out cognitive computation.

The following paper, by Ben Goertzel and colleagues, discusses
a particular property called ‘‘glocality’’ via which some AI and
artificial brain memories may operate, and which has implications
for the operation of cell assemblies in neural net based artificial
brains. The key idea is that memories may be stored both locally
and holistically/globally in the same network, with interactions
between the local and global representations. Cell assemblies may
be a key part of global knowledge representation in neural net
based artificial brains, and may interact with more localized
representations. Some evidence is presented that brains display
this sort of glocality property; and Henningsen’s ‘‘net of nets’’
model also displays it.

The next two papers deal with natural language processing in
artificial brains. The paper by Lian and colleagues presents a
glocality-based theory of natural language generation in artificial
brains, bolstered by the neuroscience literature and demonstrated
via a prototype implementation that is more BICA than brain
simulation. Borzenko’s paper describes a novel neural net architec-
ture that learns to display natural language conversation capability
via experience—a powerful demonstration of the capability of brain
simulations to display human-like adaptation and intelligence.

Turning from language to cognition, Zhou and Jiang’s paper
presents a novel formalism for describing concept formation,
which extends formal concept analysis in the direction of greater
realism via allowing it to handle a third truth value signifying
uncertainty, alongside the usual binary truth values. This
formalism is shown to model certain artificial neural networks,
thus building a bridge between low-level brain simulations and
the high-level cognitive mathematics of formal logic.

Knud Thomsen’s paper describes his Ouroboros model, a
conceptual framework for intelligence that resonates with many
of the artificial brain architectures described in the earlier papers,
and incorporates multiple ideas from the neuroscience and
systems theory literature.

Finally, the last two papers turn to more practical and specific
modeling issues. Liu’s paper describes a spiking neural net based
brain simulation that carries out sound source localization via
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closely emulating aspects of the auditory midbrain. Wojcik’s
paper turns to vision processing, and describes algorithms for the
recognition and classification of visual images that combine
fidelity to the conceptual operation of the visual cortex with
effective real-world performance.

The papers in this special issue mainly focus on theoretical
ideas or results, and prototype implementations and demonstra-
tions. There should be no doubt that artificial brain research,
though massively accelerating, is still in a relatively early stage.
But the astounding nature of the future implications of the
field should be equally transparent. We can see hints of this in
some of the papers presented here, which touch on practical
topics such as natural language generation, learning to converse
via experience, processing visual and auditory data, and forming
new concepts from perceptual data. Once prototype artificial
brain systems like the ones described here are implemented with
more stability and robustness, and integrated together into
coherent whole-brain simulations, BICAs and hybrid systems,
we will have something truly revolutionary in a practical as well
as scientific sense.

And various enterprising individuals and organizations, out-
side the research community, have begun to embrace this
possibility already. Inventor Ray Kurzweil, based on extrapolating
historical data about technological progress, has conjectured that
we will have artificial humans based on whole-brain simulation
by 2029. And the government of South Korea has announced a
goal of putting a service robot in every home by 2020. In a darker
vein, some major governments are pursuing serious research
programmes aimed at the creation of ‘‘battle robots’’ featuring
adaptive artificial brains. It may not be all that long before the
artificial brain ideas discussed in this special issue find their way

out of the ivory tower and into everyday life, with diverse and
dramatic consequences.

The job of designing and building artificial brains is difficult,
and there is certainly a long way to go. But at long last we now
have the technology to seriously approach the problem, and
there’s little doubt the rewards will be immense: understanding
of the brain’s structure and dynamics and information processing;
medical advances in neurosurgery, drug discovery and brain–
computer interfacing; a rigorous foundation for whole-brain
simulation; and a foundation for human-like artificial general
intelligence, with all that implies. As you proceed through the
technical details of the papers in this special issue, which are
admittedly arduous at some points, it pays to remember the
grandeur of the overall context of artificial brain research, which
is frankly difficult to exceed in any area of human endeavor.
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